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Abstract

The growing popularity of generative artificial intelligence has led to significant changes in
various industries, including automotive sector. The industry is undergoing a transforma-
tion from traditional design and development of systems to modern Al-based architectures.
This development, reminiscent of the transition from simple mobile phones to smartphones,
positions generative Al as one of the most important drivers of these changes. This article
provides a comprehensive overview of the scalability issues and integration opportunities
of generative Al in the automotive industry. We examine the current state and challenges
of implementing generative Al in limited hardware environments, such as those typical of
automotive systems. In addition, we discuss the evolving E/E architectures in the industry
that are paving the way for this technological integration. The article also highlights early
examples of generative Al adoption in the automotive sector and provides insight into the
industry’s ongoing transformation toward more advanced Al-based features.
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1. INTRODUCTION

The introduction of generative artificial intelligence (Al) signals a new era of innovation for the
automotive industry. From disruptive design processes to the development of fully autonomous
driving systems, generative Al brings new conceptual opportunities to enhance the performance,
safety and quality of customer service of vehicles. As automotive original equipment manufacturer
(OEM) continue to incorporate Al to maintain a competitive advantage, it is critical to deploy this
technology throughout the production line and fleet.

Generative Al is transforming the development process across all industry sectors, including but
not limited to automotive industries. Generative Al is expected to redefine the entire development
framework in the production of vehicles for every OEM, supporting and informing all development
from concept through to the implementation of built-in features to support the final user throughout
the lifecycle of the vehicle.

Generative Al poses potential advantages to the automotive sector but is currently limited by the
computational capabilities of the hardware that supports the software aspect of vehicle architectures.
In this discussion, we will review the scalability of generative Al in the automotive sectors in two
places: in-vehicle functions and functions used for industrial application.

At present, in-vehicle functions consider the hardware limitations of vehicle architecture, even in the
most luxurious and basic segment of vehicles. These limitations tend to affect three areas: memory,
energy, and computational power. Al functions require a robust hardware performance focus on
these three points. Therefore, the rest of the article will primarily focus on the current problems
associated with scaling generative Al in in-vehicle functions.

Generative Al has started to change some of the practices the automotive industry follows related
to design, manufacturing, maintenance, and even customer-facing practices that contribute to per-
sonalised customer experiences.

This paper is organized in the following way: In Section 2, we provide case studies of the early
use of generative Al in the automotive pipeline. These examples illustrate the concrete benefits
and challenges faced, and demonstrate some of the key lesson learnt that may inform future use
cases. In Section 3, we examine the main challenges of scaling generative Al in an automotive
context, and discuss hardware constraints, safety concerns, and the complexity of integration that
arises from working with generative Al. In Section 4, we discuss the architectural changes needed
to enable scalable Al integration in the automotive pipeline, considering hardware and software
designs that enable Al driven systems to operate. In section 5, we look forward to future directions
and trends related to generative Al in automotive applications, identify areas of emerging research,
and consider advancements in technology that could further support generative Al. Finally, Section
6 concludes with a summary of findings and suggestions for the industry.

The current paper is mainly conceptual and review-based. Instead of exploring new experimental
results, the report summarizes existing research and industry reports on generative Al applications
in the automotive sector. The intention is to draw together evidence from the literature and existing
sources in order to understand commonly occurring performance trends, challenges, and oppor-
tunities for development. By summarizing empirical findings as reported in existing studies, this
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paper sets a framework for quantitative studies and future studies that focus on implementation in
automotive Al systems.

2. CURRENT USE OF GENERATIVE AI APPLICATIONS IN
AUTOMOTIVE INDUSTRY

Generative Al is bringing about transformative changes in the automotive industry, from design
and simulation to in-situ data generation for autonomous systems. Much prior work on genera-
tive models has focused on creative applications (image, text), while more recent work has begun
exploring its use in mobility engineering. For example, the paper [1] reviews generative models
including GANSs, diffusion models and generative transformers in applications such as creating
static maps, generating dynamic scenarios, and predicting trajectories. In a similar way, paper
[2]presents a taxonomy of world models to integrate multi-sensor data, temporal dynamics, and be-
havior planning. Although multiple projects are showing positive results, few projects have shown
large scale deployment in production systems; most projects stay in experimental or simulation
settings. This section reviews current applications; later sections analyze the challenges of scaling
toward production.

The current use of generative Al in automotive applications can be categorized into several key
areas:

Synthetic Data Generation: Generative Al plays a crucial role in generating synthetic datasets
where specific conditions are scarce or challenging to reproduce. For instance, the WEDGE dataset
[3], which consists of 3360 images in 16 extreme weather conditions, was constructed using gener-
ative vision-language models, provides diverse weather scenarios essential for training autonomous
driving systems. The possibility of using realistic synthetic data is of great importance for improving
autonomous driving capabilities in extreme scenarios where little or no real data exists, such as
uncommon situations encountered during a trip or extreme weather conditions. Recent works such
as SynDiff-AD [4] and Exploring the Effects of Synthetic Data Generation[5] further support this
by showing measurable performance gains in semantic segmentation and end-to-end driving tasks
through diffusion-based data augmentation. Latent diffusion models are used to generate synthetic
images for rare weather or lighting scenarios, improving performance of semantic segmentation
and end-to-end driving models in both CARLA and real dataset benchmarks [4]. The paper [5]
deals with a case study on autonomous driving for semantic segmentation, examines how synthetic
per-pixel labelled virtual scenes affect training, and identifies key factors such as texture realism,
domain gap, and diversity of scene composition.

Super-Resolution of Sensor Data: Another recently explored use of generative Al in the au-
tomotive industry is presented in [6], where the authors employed it to improve the resolution
of images captured by vehicle sensors. This type of application can increase the safety of other
applications such as recognition systems and object detection. Complementing this, [7] introduced
a deep unrolling super-resolution network tailored for LIDAR automotive scenes—demonstrating
improved resolution and fidelity while keeping computational load manageable for embedded ve-
hicle hardware.
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World Model Simulation for Autonomous Driving: Generative Al has shown great capabilities
as simulators for autonomous driving through the so-called world models, for example, in the project
GAITA-1[8] as it creates realistic driving environments. These simulators can be used for training and
validating autonomous driving algorithms facilitating a safe development testing. Recent advances
such as GAIA-2: A Controllable Multi-View Generative World Model for Autonomous Driving
extend this approach with multi-camera and controllable scene synthesis[9]. It presents a latent
diffusion world model that can generate spatiotemporally consistent, multi-camera video condi-
tioned on environment, agent configurations, and vehicle dynamics. Additionally,[2] offers a wider
perspective on the development of world models along with approaches for predicting future scenes,
using multiple modalities (image, LiDAR, radar), and behavioral planning. Furthermore, currently
there are numerous commercial efforts demonstrating how generative simulation is coming from
laboratory research to industry.

Vehicle Design Assistance: Generative Al is also reshaping the vehicle design process. The
Toyota Research Institute has developed a generative Al tool that is capable of accelerating and
improving the phases of vehicle design [10]. This tool can identify new designs to suggest, or
optimize existing designs, vastly reducing the time and costs of vehicle development. Likewise,
Audi has explored generative models for wheel rim design to invent photorealistic concepts or to
recombine concepts from existing designs, improving form and functional performance [11].

In summary, current literature indicates that while early work has demonstrated the feasibility of
generative Al in vehicle-related and automotive end tasks, most solutions continue to be isolated
research projects or proofs-of-concept. Few works address full production pipelines, and even fewer
address production at scale under automotive safety, hardware and regulatory constraints. This paper
aims to address that gap by synthesizing the perspectives of academia and industry and focusing
on what is needed to transition from experimental study settings to robust scalable generative Al
systems for automotive applications.

2.1 Comparitive Emprical Evidence From Existing Studies

Despite the fact that this is primarily a review paper, this paper captures the essential empirical
findings in recent literature to enhance the analytical view point of how generative Al is already
providing measurable benefits for automotive use cases. Table 1 provides a summary of select
quantitative outcomes across a variety of fields related to generative Al, including synthetic data,
improvements in perception, simulation, and vehicle design. Most of the obtainable comparison
data indicates that generative models are starting to demonstrate measurable benefits, relative to
accuracy and efficiency, even if most work is still in research or simulation only applications.
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Table 1: Comparative Empirical Evidence from Recent Generative
Al Studies in Automotive Applications

Generation [4]

Former) on Waymo; up to 20% driving
performance boost in CARLA.

Application Quantitative Results / Empirical Ev- | Identified Limitation
Area idence
Synthetic  Data | +1.2% (Mask2Former), +2.3% (Seg- | Domain gap between synthetic and real

data still limits generalization.

Synthetic  Scene
Diversity [5]

SegFormer achieved 60.65 mloU (+8
over DeepLabv3+); geometry simpli-
fication < 2 mloU impact; realistic
lighting and tone mapping yield +1-2
mloU gains on Cityscapes and BDD.

Domain gap to real data ( 15-20
mloU), high rendering cost ( 1470 GPU
h), and dataset-specific sensitivity limit
generalization.

Synthetic  High-
Quality 3D Point
Clouds [8]

Mean squared error (MSE) between
predicted and true point clouds: 0.36
mm; loU for object detection: 85.4%;
AP for detection: 92.3%.

Generated point clouds and semantic
masks may not perfectly match true
values due to LiDAR noise and 3D
reconstruction uncertainty.

Generative World
Modelling [9]

Outperforms  state-of-the-art  with
PSNR at 16.4 dB and IoU for object
detection at 86.5% vs. 79.2% for the
next best method.

Requires large volumes of training data
and complex multimodal supervision.

Al-Assisted Vehi-
cle Design [10]

Drag-guided generation produces ve-
hicle designs with optimized aerody-
namic coefficients, balancing aesthet-

Relies on surrogate drag models that
may introduce inaccuracies if insuf-
ficiently trained or lacking physical

ics and performance. constraints.

Together, these studies provide a quantitative snapshot of how generative Al contributes measurable
value in perception, simulation, and design tasks. Yet in doing so, they underscore the gap between
research-grade success and actual industrial-or commercial-deployment; the interplay of these two
very different domains is discussed further in the following section on scalability and integration.

3. CHALLENGES OF SCALING GENERATIVE AI IN THE
AUTOMOTIVE INDUSTRY

The automotive space presents several challenges surrounding the scalability of generative Al. First,
challenges relating to generative Al, including data management and high demanding computational
resources, especially related to in-vehicle functions, as there is limited hardware within vehicle
architectures. Second, challenges that are specific to the automotive industry represent further addi-
tive challenges, including strict safety standards and the seamless integration of Al with traditional
engineering approaches. These challenges must be addressed upfront in order to realize scalable
implementation of generative Al in the automotive space. This paper focuses on inference as a
larger area of opportunity or challenge. Figurel presents an overall framework to categorize these
challenges along with their interdependencies through the Al lifecycle — from training, inference,
and through to the deployment stage related to vehicle architectures.
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Figure 1: Key challenges in scaling generative Al integration within the automotive industry.

3.1 Computational Resource Demands and Inference Costs

Deploying generative Al models can be extremely expensive due to the need of significant com-
puting resources[12]. Existing deployments typically rely on traditional cloud computing resources
that can introduce latency and security concerns due to transmitting data across the network [13].
According to McKinsey [14], the demand for computing hardware used for Al inference in a data
center is twice as large as that of Al training , and up to four times larger in the edge market, and
continues to grow. Furthermore, [15] says that NVIDIA believes that inference can make up as
much as 80-90% of the total cost of a neural network.

3.2 Data Management, Privacy and Security Concerns

Making generative Al systems scalable involves collecting and processing large amounts of data,
which raises privacy and security issues, as well as questions of ownership of the rights to the data
[16]. Data protection processes must be put in place to provide protection from unauthorized access
and breaches. Privacy considerations become especially important with any user-generated data,
like speech recognition input or perception data from sensors. [17].

3.3 User Acceptance and Trust

For scaling it is necessary to acquired large user acceptance and confidence in the Al permissioned
functions[18][19]. For generative Al to be usable for potential users we need transparent and
reliable models with simple interfaces in place making it available to the regular customer . Another
aspect that we need to pay attention in the adoption of models and influence acceptance is model
interpretability, which allows user to understand how a decision was made , and confirm the system
behaves safely and consistently [20].
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3.4 Latency and Real-Time Performance

The automotive sector is a domain that has inherently required its algorithms to operate in real-time
settings[12]. Hence , an important aspect to consider is the inference latency associated with using
those models . In generative models , depending on the architecture ’s complexity , the inference
latency could vary widely when producing the necessary output once the data is sent . If those
inferences exceed the time limits imposed by the industry, the safety of the user may be in jeopardy
. Therefore, it is essential for applications such as advanced driver assistance systems (ADAS) and
Autonomous driving to maintain low latency in performance[20]. This is even more important in
scenarios in which the functions being completed by the Al models correspond to safety-critical
applications. Because of this , those models need to be able to process large input data , in real -
time patterns for safe operation of the vehicle; otherwise, the time lost processing input signals may
result in dangerous scenarios.

This is inherently connected to one of the greatest troubles faced in the move to vehicles containing
generative Al for their variety of functions: computing power in their architectures. Unlike data
centers with numerous Al processing units ( GPUs , TPUs , etc . ) where generative Al is typically
deployed, vehicle systems with much more limited processing units. Furthermore , there is little
diversity in computing devices commonly designed for very specific functions in the vehicle ,
resulting in an impediment to deploying generative Al in a general sense . Ideally, the models
used should be as universally compatible with most of the hardware used in the industry.

If we desire to increase the use of generative Al solutions in the automotive sector, the integration
of generative Al into vehicle systems and the infrastructure is required[17]. This is an immense
challenge, as integration will require overcoming issues of compatibility with existing and reliable
technologies and specifying how generative Al will interact with these existing technologies while
maintaining the performance of the systems.

3.5 Safety Validation

The possible application of generative Al for ADAS functions presents a challenge for the auto-
motive industry , requiring significant validation in order to ensure the safety and effectiveness of
the system [17]. Validation considers hundreds of thousands of hours of real-world driving data to
verify all possible scenarios. MLOps could help with validation and the requirements of validation
by implementing automatic validation and scalable monitoring pipelines , which would allow testing
and deployment to be more robust and efficient.

3.6 Energy Efficiency

The issue of energy use efficiency, a challenge affecting most industries, has become an important
topic of conversation for the automotive industry in recent years as a consequence of the transition
to electric vehicles and an ongoing rising number of sensors employed in electric vehicles [21].

As stated above, generative Al (Artificial Intelligence) models are recognized to consume high com-
putational power, which translates to high energy consumption today when these work in practice.
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Therefore, efficient energy use is critical to preserve the performance of the vehicle , and in the case
of electric vehicles, to extend their operational life-span. To scale the use of generative Al in the
automotive industry, technical and operational challenges must be addressed . Among them are,
limitations of the in-vehicle hardware, data privacy and security issues, user acceptance, real time
performance needs, need for extensive validation, and high energy consumption.

Successful , scaled implementation of generative Al will be dependent on resilient integration within
the existing in - vehicle systems and infrastructure which maintains a high use of performance and
safety. If the sector can respond to these challenges , we can then unlock the significant transfor-
mational potential of Al to supplement vehicle functionalities and ultimately the user experiences.

3.7 Summary of Key Challenges and Mitigation Strategies

To clarify the avove mentioned relationships, table 2 summarizes the main challenge categories,
their corresponding impacts, and possible mitigation approaches.

Table 2: Summary of Challenges in Scaling Generative Al in the
Automotive Industry

mand

ploying Generative
Al models

pute hardware, growing
inference costs

Challenge Primary Impact Underlying Causes Potential Mitigation
Category Strategies
Computational De- | High cost of de- | Large demand for com- | Model compression,

quantization, edge—cloud
hybrid inference

Data Privacy & Se-
curity

Risk of data leak-
age or [P violation

Complex sensor data,
cross-border data sharing

Robust data
protection,  encryption,
anonymization

User Trust & Ac-
ceptance

Low adoption
of Al-driven
functionalities

Limited transparency,
complex interfaces

Explainable models, user-
friendly design, transpar-
ent testing

Latency & Real-
Time Constraints

Safety risks due to
processing delays

Network bottlenecks, lim-
ited compute power

Hardware acceleration,
optimized architectures,
on-device inference

Safety Validation Slow certification | Insufficient test coverage, | Synthetic validation
and testing cycles | lack of automation datasets, automated
MLOps testing
Energy Efficiency | High energy | Power-hungry Al models | Energy-aware design, dy-
demand, reduced namic scheduling, effi-
EV lifespan cient cooling

Model Robustness
& Explainability

Unsafe behavior in
rare driving scenar-
108

Biased data, opaque mod-
els

Domain adaptation, un-
certainty estimation, in-
terpretable design
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Table 2 (continued)

Challenge Primary Impact Underlying Causes Potential Mitigation
Category Strategies
Regulatory & Ethi- | Deployment Absence of safety certifi- | Standardized
cal Compliance delays, unclear | cation pathways documentation,  model
accountability auditing, traceable
decision logs

3.8 Discussion

As shown in Table 2, the majority of the challenges are not isolated; rather they are interconnected.
For example, model compression to improve latency also enables energy efficiency, but may com-
promise interpretability. Improved validation and monitoring pipelines can provide safety assurance
to improve user trust. Thus, any sustainable scaling of generative Al technology in automotive
systems will require a holistic design approach that addresses all of the aspects, including efficient
architectures, secure data management, and user interface transparency.

4. ADAPTING AUTOMOTIVE ARCHITECTURES FOR SCALABLE Al
INTEGRATION

To further broaden the utilization of generative Al in the automotive sector, explicitly in the role
of driving assistant, perhaps the most imperative element will be its physical direct integration of
generative Al into the vehicle architecture itself. Recently, work has centered on creating vehicle
architectures that incorporate more generic Al models for self-driving and various specific driving
functions like detection of vehicles, pedestrians, and lane segmentation. Even if these are not
“generative” models, the core theories, design factors, and implications of using a model like that
are all highly relevant. Some principles for factoring a generative model into a vehicle architecture
include, but are not limited, centralization of the architectural design, multi-core accelerators, up-
date/change the systemically, overall architecture pertaining to security and virtualize procedures,
communication relationship between data and system, and software architecture. With the usage of
these principles, it is apparent that generative models can provide a wider spectrum of capabilities
and allow the vehicle to practice smarter contextualized choices that are also personalized.

4.1 From Distributed to Centralized Architectures

Today , E/E (electrical/electronic) architectures in vehicles include more than 100 Electronic Con-
trol Units (ECUs) [22—-24]. In this type of architecture , dubbed a decentralized architecture, the
software functions execute independently of each other on a separate ECU. This architecture offers
a number of advantages to manufacturers, such as modularity and redundancy, yet has limitations
that hinder scalability. For example , the traditional flexibility - reducing one-to-one mapping of
functions to ECUs limits the flexibility that is needed to meet the demands of the modern vehicle
[25]. Furthermore , decentralized architectures are not able to meet the increasing demands of
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future vehicles[26]. Currently , domain-based E/E architectures are becoming more common , in
which robust domain controller units replace multiple traditional ECUs, enabling more elaborate
functionalities and centralized - based zonal architectures through a TCUs ( central compute unit
) . McKinsey reported that by 2032 , it is anticipated that 30 percent of all vehicles globally will
employ zonal controllers , and 40 percent of vehicles will have domain based architectures with a
centralized high performance computing unit . In contrast, 29 percent of vehicles will still use a
distributed architecture with the traditional ECUs[27]. A key driver in these architectural changes
is the widespread integration of Al applications such as generative Al and autonomous driving
systems, which require computational and centralized power levels [22]. Hardware constraints
are an important limitation for deploying sophisticated Al models for use in vehicular contexts ,
particularly due to the amount of computational resources that generative models with billions of pa-
rameters demand . There has been an explosion of Al accelerators by manufacturers in recent years
to facilitate Al functionality in automobiles . A review of Al accelerators released by manufacturers
in recent years[28, 29] reflects that these devices can be categorized based on peak power (watts)
and peak performance (GOps/sec), yielding five different device clusters . These classifications can
vary from low-power chips for sensor processing to full- blown data center systems. Al accelerators
are typically positioned in the mid-range of power and performance for autonomous vehicles : most
Al accelerators ( for intelligent decision making during driving ) utilize Int8 precision for inference ,
but some accelerators utilize FP16 for training ( where more precision is needed ) with power ranging
from 10 - 100 watts The suggested designs in , for example [30] and [31], show varying integration
of multicore System-on-Chips (SoCs) into vehicle systems. The first option uses a domain-based
E/E architecture that uses dedicated domain controllers with Al accelerators that provide domain
sub-ECUs acting to manage domain functions. The second option brings dedicated cores from the
different vendors to a centralized ECU for each function offered by that vendor . This is called the
integrated architecture.

4.2 System Updates

Typically, a new vehicle’s life span is more than ten years [25]. Over that life span, technologies
have changed rapidly, especially Al technology. It is reasonable to expect technology to continue
to evolve regarding Al application in the vehicle capacity. The new software updates will also
scale to a generalized generative Al application that supports one or more of the use cases of
the vehicle capacity. In fact, the updates will need to function with little to no downtime and
very limited interruption. Only the current E/E architecture available today trend to the vehicles
cannot support dynamic online software updates while the vehicle software functions [24]. To
address this limitation, [24] discusses a container-based software update mechanism. The author
claims to provide containers as a mechanism to deliver the scale and isolation to support Al feature
development in the new vehicle architecture. Containers provide the possibility of dynamic update
and resource management that prolong the life period for advanced Al development capabilities, if
integrated into future vehicles.

50



https://www.oajaiml.com/ | December 2025 Sample Title for AATML

4.3 Virtualization

The technology of hardware virtualization is fundamentally important to combine safety-critical
domains with non-safety-critical domains in a single computing unit while optimizing the hardware
resources [28]. As the automotive industry converges on centralized E/E architectures, not only the
hardware and software will need to be restructured, but also the processes for the development of fu-
ture automotive systems will require enormous implications. In distributed architectures, functional
partitioning is easier because of the physical separation of functionalities across numerous ECUs,
which will make it much more challenging to keep partitioned functional features and integrate new
functional features in the centralized architecture [25]. The authors of [33] point out that utilizing
modern software development paradigms like containers to encapsulate a reusable service has a lot
of benefits including a more flexible approach to functional partitioning that can allow containers
to move between ECUs, and the speed at which software updates can be delivered to the field and
vehicle [32].

4.4 Security

Software is becoming the primary enabler for new functionalities as vehicles shift from hardware-
oriented architectures to software-defined architectures [22]. With more and more safety features
and connected functionalities, they also become more vulnerable to security threats [34]. Existing
reference architectures are unable to address security issues in modern system designs, e.g., Al-
enabled functionalities (i.e., autonomous driving), do not provide the necessary precision or details
in defining security requirements [34]. Further, automotive software design has a recognized gap
where safety perspectives are not adequately integrated, and new architectural solutions are required
to satisfy safety and security requirements [ 23].Existing systems architecture proposals have focused
on fail-safe system designs, but current architectural designs must be fail-operational [25]; i.e.,
systems must provide not only safety in the instance of a failure, but additionally, must provide a
high level of functionality, so that the system continues to function during failures. Additionally,
with software being regularly updated, it is vital that safety and security risks can be managed, while
also delivering additional new functionalities after point of sale [24]. The architecture mentioned
in [30] includes redundancy of safety-critical tasks by using duplicate tasks on different ECUs.
This redundancy is meant to ensure at least one ECU continues to perform safety-critical services
if another ECU fails for some reason. Alternatively, [31] suggests a typical approach for achieving
safety in centralized ICT architecture is to extend it to include parallel processing units and to
combine the components in a redundant manner. Future safety standards will need to evolve with
new technologies that are developing quickly, such as Al model technologies that don’t fit into
any of the functional safety criteria defined at this time, such as ISO 26262. Al models as black-
box algorithms represent a radical departure from the traditional assumption of predictability of
system behaviors, and we need to find new ways to govern safety regulation with regard to these
technologies in the automotive space [25].
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4.5 Data Transmission

The shift in vehicle architecture is associated with the growing demand for data transmission pow-
ered by Al models and the growing input throughput due to the increasing number of sensors
needed to enable these models. Hence, this has contributed to an increase in demand for data
bandwidth [29]. For many years, vehicle communication has been implemented and based upon
the controller area network (CAN) protocol [31]. The CAN protocol has been the norm over the
last several decades and gradually is becoming inadequate for today’s needs based on data rates
alone. The complexity and data requirements are starting to push the industry to newer standards
of vehicle communication, such as automotive Ethernet, which is quickly establishing itself as the
new standard of vehicle communication [22]. Current data transmission standards and the data
transmission performance they offer are adequate for non-future vehicle communication needs,
but those data transmission standards will soon not be sufficient. The volume of data overall
and the number of interconnections between the ECUs will quickly exceed the data transmission
performance capabilities in advanced vehicle architecture [24]. As vehicles continue to evolve,
there will be a necessity to use communication protocols that offer higher bandwidth and scalable
communication for Al-based functionality and complex sensor networks found in modern vehicles.

4.6 Software Architecture

The transition to advanced automotive technology like Al-based systems and fully autonomous
systems mean that our software architecture approaches for vehicles requires rethinking. While
software architectures have served us well and acceptable for legacy systems and will continue to
do so, they are insufficient when considering the increasing complexity, scalability, and flexibility
for vehicles. We will discuss about two architectural paradigms (layered architecture, and service-
oriented architecture with orchestration) that will lead the way for the next generation of software-
defined-vehicles and how the architectural paradigms are well-suited for intelligent and autonomous
systems.

4.6.1 Layered approach

In [34], the authors note that it is almost always true that a set of intelligent features over an existing
platform only brings intelligence, as an additional layer, to process the data, plan for the appropriate
response, and make decisions. The downfalls of traditional software architectures cannot live up to
the expectations of robust requirements for the Al features alone. In response to this observation,
they present an architecture for software that has been built from the ground up based upon software
requirements in a technical standard from the SAE J3016. This architecture is a recommended
best practice for the development of autonomous vehicles and makes use of literature in robotics.
A different example is [31] where-in a layered architecture for autonomous driving is presented.
Layered designs have advantages for purposes of software development as the design allows for
any layer to be replaced or modified without breaking the logic of the system. The layers can
remain flexible and update one portion of the system without breaking any of the logic in the other
layers. In their architecture, the authors create 3 layers: an OS layer, data communication layer, and
an algorithm layer.
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4.6.2 Service-oriented architecture (SOA)

As indicated by [33], current signal-based architectures are reaching their maximum capability to
handle the complexity of internal communication of modern vehicles and hence they recommend
evolving to service-oriented architectures (SOA) where the services are encapsulated in containers,
which are processed in a data-centric publish-subscribe approach. The cited approach is based on
modern software development practices and addresses the requirement for fast software deployment.
The work in [22] underscored the importance of acknowledging the possibility of adding new
software feature during the automobile vehicle’s life-cycle to the similarities with their expectation
of today architectures. To address the issue, the authors claim that converting to a SOA should be
challenging but essential for converting a vehicle into a software defined platform. At the same time,
this study identifies potential security risks associated with transitioning to SOA. One possibility
proposed by the authors would be hybrid architecture where traditional signal-based communication
coexists with service-oriented communications.

4.6.3 Software-defined vehicles (SDVs)

A discussion regarding the important shift in vehicle software architecture occurred recently across
manufacturers. In this shift, the architecture allows the vehicle to be programmed to control ve-
hicle functions via software - as opposed to hardware - also referred to as the software-defined
vehicle (SDV). Like modern E/E (Electrical/Electronic) architectures the SDV utilizes a centralized
computing unit model where software is built with capabilities of services, that can be updated or
overwritten without hardware modifications. For the SDV to become the standard in automotive
applications new frameworks for the development of residual software is required (i.e., the AU-
TOSAR Adaptive Platform). The AUTOSAR Adaptive Platform provides key components of SDV
concept including - dynamic/scalable software architecture, Over-the-Air (OTA) updates, and the
ability to integrate high-powered systems connected via high-bandwidth communications protocol.
Although designed with more modern features, the AUTOSAR Adaptive Platform still does not
support all automotive developer requirements - with safety and timing rates among strengths of
the original AUTOSAR platform. For those reasons, a hybrid solution that utilizes both platforms
is recommended within a service oriented architecture [22]. The hybrid solution provides future
automotive system flexibility and performance while maintaining the safety level.

5. FUTURE DIRECTIONS AND TRENDS

Generative Al’s chief potential for scale in the automotive industry is likely to evolve alongside a
number of emerging trends and technologies. These anticipated trends address existing constraints
in generative Al including cost, computational efficiency, and design optimization and increases the
possibilities for Al deployment with vehicles.

Specialized Hardware: Presently, the use of deep learning accelerators presents a cost-benefit
ratio. The hardware used most often is composed of GPUs and TPUs, which improve execution
times for both the training and inference phases of running Al deep learning models. In most
situations, this hardware type almost always comes with memory constraints and an overall higher
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cost to process a problem than a more general-purpose (to say CPUs) processing unit. For the
future, the focus must shift to develop an accelerator that could work at an optimal cost to energy
ratio for the autonomous vehicle context. Neuromorphic chips and domain-specific architectures
show potential as pathways to minimising latency and energy consumption, which are better suited
to autonomous vehicle real-time generative Al inference in an embedded environment.

Efficient Training and Inference Techniques: Future research focuses on developing more ef-
ficient training and inference processes of Al models. One potential approach for future research
is the recent work in adaptive inference which provides a mechanism for models to adjust their
compute resources during inference in accordance with the application and input features of the
task at-hand. The use of model compression techniques and mixed-precision compute complement
this process as they decrease compute overhead directly while still maintaining model performance .
The applied benefit of these approaches is enabling Al technology to run on constrained in-vehicle
hardware in an industry application. And in addition to the applied benefits of these techniques,
there are also academic benefits to studying the theoretical performance vs. energy consumption
vs. inference latency trade-offs.

Integration of AI with Other Technologies: Generative artificial intelligence will increasingly
operate in conjunction with related technologies such as 5G, blockchain, and hybrid edge-cloud
computing. 5G could enable low-latency, high-bandwidth communication to facilitate cooperative
driving, while blockchain could ensure secure and auditable data management. Further research is
needed to develop distributed inference frameworks that balance latency, privacy, and bandwidth in
complex vehicle networks.

Sustainable and Green Al: Currently, high energy consumption is one of the key characteristics
of Al not only requiring high energy production but also raising responsible sourcing concerns. On
the science side, efforts have prompted additional research on sustainable solutions. The research
into such things as green training protocols, energy-efficient architectures, and renewable energy
integration should be effective in terms of the reduced impact on the environment, while seeking
sustainable options for an economy.

Enhanced Data Privacy and Security: Future work should pay attention to privacy-preserving,
scalable methods for multimodal automotive data, and be cognizant of the evolving regulations
surrounding the EU Al Act helping us to improve data privacy and security. Techniques like
federated learning, where models are trained across decentralized devices without sharing raw data,
can help protect sensitive information [13].

Human-Centered and Trustworthy AI: User acceptance will remain critical for the widespread
adoption of generative Al. Transparent and explainable Al systems can foster trust and improve user
experience. Future studies should explore how explainable Al, ethical design, and human-in-the-
loop systems can enhance user confidence in Al-assisted automotive technologies.
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6. CONCLUSION

This article gave an overall idea of the potential applications of Al in the automotive industry.
Various challenges realted to scaling of the Al onto embedded systems were discussed in detail
followed by the emphasis of adapting different automotive architectures. We reviewed its current
applications, identified the main obstacles to scaling-such as computational limits, safety validation,
data privacy-and outlined possible directions for improvement.

Although, this paper does not include new experimental validation, it consolidates quantitative
evidence and comparative findings from existing research and industrial studies. The aim was to
synthesize how prior empirical efforts have demonstrated measurable improvements in perception
accuracy, design efficiency, and simulation realism, while also highlighting the remaining barri-
ers to practical implementation. We believe, this literature-based synthesis provides a structured
foundation for future experimental and benchmarking work in the field.

From an industrial standpoint, the automotive sector is still at the early stages of generative appli-
cations, largely underpinned by developments in electrical and electronic (E/E) architectures that
can accommodate the high computational demands of generative models. Largely applications are
focused on the early design, simulation, and visualization process, with challenges still remain-
ing for real time in vehicle generative systems that can address hardware constraints, while also
managing current vehicle systems. By utilising specific hardware, optimising neural architectures,
increasing training and inference efficiency, managing integration with other new technologies (the
Metaverse), building sustainable Al practices, and bolstering data privacy the industry can start
entering a phase of more scalable and efficient GenAl use. This is expected to coincide with many
of the same aspects, as there was increased trends across the industry to more interpretable and user-
centric design methodologies, as the next wave of innovation in automotive intelligence occurs.

Academically speaking, continuity is needed with further research in areas including: model opti-
misation for embedded devices, standardised testing for safety-critical Al, or approaches that could
help connect the development of Al to automotive engineering. Research in these areas can provide
an elemental groundwork for increased reliability and explanation of Al systems in vehicles.

In brief, generative Al has the ability to significantly affect how we design, engineer and operate
vehicles. However, the achievement of this potential can only be made through sustained collab-
oration between researchers, developers and policy-makers. If these efforts align, the next decade
could see a gradual but meaningful shift toward Al-enabled mobility systems that are safer, more
efficient and adaptive to user needs.
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