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Abstract

Generative AI has gained wide attention through large-scale models such as DALL-E 3, Stable
Diffusion, and GPT-4, creating new opportunities for innovation while raising important ethical
questions. At the core of these advancements are foundation models: massive neural networks
pretrained on extensive datasets and designed to adapt across diverse tasks and data modalities.
Their ability to unify camera, LiDAR, radar, and other sensor data has significant potential for
enhancing perception, prediction, and planning in autonomous driving.

This report discusses the fundamental concepts underlying foundation models, including their
architectural structures, training regimens, and interpretability considerations. It examines cur-
rent literature for foundation models and their application and use in the domain of autonomous
driving. Techniques for generative sensor data synthesis are outlined, demonstrating how arti-
ficial datasets can replicate complex driving environments and reduce the expense of collecting
real-world samples. Methods for extending these generative approaches to sequential or video
data are also highlighted, enabling realistic motion forecasting and scenario simulation. Fi-
nally, the report explores how abstract representations, such as semantic maps or symbolic data,
can increase explainability and computational efficiency when applied to autonomous driving.
This whitepaper aims to provide both foundational understanding and practical guidance of
the current state-of-the-art for leveraging generative AI and foundation models in the field of
autonomous driving.



 

 

Contents

1 Foundation Model Fundamentals 5
1.1 Key Architecture Developments . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.1.1 From backbones to foundation models . . . . . . . . . . . . . . . . . . . . 5
1.1.2 From hidden states to context windows . . . . . . . . . . . . . . . . . . . 6
1.1.3 Multimodality . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
1.1.4 Generative capabilities . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

1.2 Main Principles of Data Generation Methods . . . . . . . . . . . . . . . . . . . . 8
1.2.1 Generative models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
1.2.2 Historical Context . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
1.2.3 Variational Autoencoder . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
1.2.4 Problem description . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
1.2.5 Estimator for a factorized Gaussian posterior . . . . . . . . . . . . . . . . 10
1.2.6 Generative Adversarial Networks . . . . . . . . . . . . . . . . . . . . . . . 10
1.2.7 Transformers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
1.2.8 Attention mechanism . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
1.2.9 Vision Transformer (ViT) . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
1.2.10 Diffusion models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
1.2.11 Denoising diffusion probabilistic models . . . . . . . . . . . . . . . . . . . 12
1.2.12 Score-based generative models . . . . . . . . . . . . . . . . . . . . . . . . . 14
1.2.13 Score Stochastic Differential Equations . . . . . . . . . . . . . . . . . . . . 15

1.3 Tokenization, Embeddings, Latent Space . . . . . . . . . . . . . . . . . . . . . . . 16
1.3.1 Tokenization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
1.3.2 Embeddings . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
1.3.3 Latent spaces . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

1.4 Existing Foundation Models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
1.4.1 Stable diffusion model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

1.5 Training Regimen for Foundation Models . . . . . . . . . . . . . . . . . . . . . . 24
1.5.1 Parallel training . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
1.5.2 Tensor and model parallelism . . . . . . . . . . . . . . . . . . . . . . . . . 26
1.5.3 Pipeline parallelism . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
1.5.4 Hyperparameter optimization and neural architecture search . . . . . . . . 27

1.6 Interpretability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
1.6.1 Interpretability of latent spaces . . . . . . . . . . . . . . . . . . . . . . . . 29
1.6.2 Identifying high-dimensional interpretable spaces of activations . . . . . . 33
1.6.3 Interpretability via activation maps in neural networks . . . . . . . . . . . 33

1.7 Foundation Model Conditioning . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
1.8 Refining/Adapting Foundation Models . . . . . . . . . . . . . . . . . . . . . . . . 35

1



2 Multimodal Automotive Sensor Data Creation 37
2.1 Data Generation Methods for Di�erent Modalities . . . . . . . . . . . . . . . . . 37

2.1.1 Image data generation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
2.1.2 Lidar data generation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
2.1.3 Radar data generation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

2.2 Training Data Sources & Preparation . . . . . . . . . . . . . . . . . . . . . . . . . 42
2.2.1 Data sources for training generative models . . . . . . . . . . . . . . . . . 42
2.2.2 Adverse Weather Data Generation with NeRFs . . . . . . . . . . . . . . . 48

2.3 Semantic Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54
2.3.1 Classic image metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
2.3.2 Metrics on semantic level . . . . . . . . . . . . . . . . . . . . . . . . . . . 56
2.3.3 Metrics for geometric predictions . . . . . . . . . . . . . . . . . . . . . . . 62

2.4 Joint Embeddings of Di�erent Sensor Domains . . . . . . . . . . . . . . . . . . . 65
2.4.1 Classical approaches for sensor fusion . . . . . . . . . . . . . . . . . . . . . 65
2.4.2 Classical methods for sensor fusion . . . . . . . . . . . . . . . . . . . . . . 67
2.4.3 Multimodal neural networks . . . . . . . . . . . . . . . . . . . . . . . . . . 69

2.5 ODD-Extension and Sensor Degradation . . . . . . . . . . . . . . . . . . . . . . . 74
2.5.1 Domain adaptation and generalization . . . . . . . . . . . . . . . . . . . . 74
2.5.2 Image-to-image translation . . . . . . . . . . . . . . . . . . . . . . . . . . 77
2.5.3 Simulation-to-real transfer . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

3 Generative Video Models 84
3.1 E�cient Tokenization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

3.1.1 Multi-resolution tokenizer . . . . . . . . . . . . . . . . . . . . . . . . . . . 85
3.1.2 Residual quantization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
3.1.3 Quantization methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

3.2 Video Tokenizers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87
3.3 Understanding the World from Videos . . . . . . . . . . . . . . . . . . . . . . . . 88

3.3.1 World Models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88
3.3.2 Video generation models . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

3.4 Scalable Generation for Long-Context Modeling . . . . . . . . . . . . . . . . . . . 91
3.5 E�cient Large-Scale Training . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92

3.5.1 Scaling laws for neural language models . . . . . . . . . . . . . . . . . . . 92
3.5.2 Chinchilla . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92
3.5.3 Scaling vision transformers to 22 billion parameters . . . . . . . . . . . . . 92
3.5.4 Small-scale proxies for large-scale transformer training instabilities . . . . 93

3.6 E�cient training using Masking . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93
3.7 Evaluation Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94
3.8 Predictive Distributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94
3.9 Conditioning and Adaptation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

3.9.1 Text-based conditioning . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95
3.9.2 Other conditioning methods . . . . . . . . . . . . . . . . . . . . . . . . . . 96

3.10 Sequence Generation for Non-Camera Data Modalities: LiDAR . . . . . . . . . . 96

4 Generative AI in Automated Driving Using Abstract Representations 100
4.1 Learning Strategies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

4.1.1 Generative models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101
4.1.2 Imitation learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 103
4.1.3 Reinforcement learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104
4.1.4 Hybrid approaches . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

4.2 Datasets and Simulators . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 106
4.2.1 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 106

2



4.2.2 Simulators . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 106
4.3 Prediction and Scenario Generation . . . . . . . . . . . . . . . . . . . . . . . . . . 107

4.3.1 Categorization of modalities . . . . . . . . . . . . . . . . . . . . . . . . . 107
4.3.2 Generation methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

4.4 Generative Models for Planning . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117
4.4.1 Generative models for planning . . . . . . . . . . . . . . . . . . . . . . . 117
4.4.2 End-to-end models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119
4.4.3 Interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121
4.4.4 Explainability of driving actions . . . . . . . . . . . . . . . . . . . . . . . 123
4.4.5 Validation strategies and safety . . . . . . . . . . . . . . . . . . . . . . . 123

4.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 124

Bibliography 127

3



Introduction

With large generative models like DALL-E 3 [50], Stable Di�usion [521] and GPT-4 [4] on the
rise, generative AI has fully arrived amidst today's society, bringing about new opportunities for
innovation while also prompting discussions on ethical considerations. Foundation models are
large-scale neural networks pretrained on huge datasets and designed for multiple di�erent and
adaptable downstream usage. They are capable of unifying di�erent domains, modalities and
data types through self-supervision approaches, enabling �exible representation learning models.
In the autonomous driving domain, foundation models are able to incorporate information from
multiple sensor modalities (camera, LiDAR and radar, among others) to create new data and
improve perception, prediction and planning. They leverage representations learned from large-
scale automotive datasets.

This whitepaper comprises four chapters that explore the role of foundation models in au-
tonomous driving and give an overview of current literature and state of the art techniques for
application in various �elds and applications in the domain of autonomous driving.

Chapter 1 delves into the conceptual underpinnings of foundation models and starts by giving
on overview of key architecture developments of Deep Neural Networks and the evolution from
traditional backbones to expansive transformer-based foundation models before giving a short
technical introduction into generative AI models. Furthermore, the chapter reviews tokenization
as an important block to encode raw input data and looks into architectures, hyperparameter
optimization and various training regimen for Neural Networks.

Chapter 2 focuses on methods to synthesize realistic automotive sensor data using genera-
tive modeling. It outlines how foundation models can integrate diverse sensor inputs � such as
camera images, LiDAR point clouds, and radar scans � into uni�ed representations. By gener-
ating synthetic datasets that mimic real-world driving conditions or by extending one modality
or domain to another, those approaches can assist in training and validating self-driving sys-
tems under a multitude of di�erent environment conditions without relying solely on costly or
hard-to-collect real data.

Chapter 3 extends the concept of large-scale generative architectures to dynamic scenes in
sequential or video form. It examines tokenization techniques required to encode temporal repre-
sentations that capture motion, object trajectories, and scene changes. Generative video models
can provide realistic forecasting of future frames or simulate entirely synthetic driving scenar-
ios. This chapter also looks into e�cient training strategies and evaluation methods speci�c for
sequential models. Furthermore, world models as special cases are investigated.

Chapter 4 explores the use of abstract and high-level representations�such as semantic maps
or symbolic data�within foundation models for driving tasks. It discusses how distilling raw
sensor inputs into structured forms can improve explainability and computational e�ciency.
By leveraging these abstracted representations, autonomous driving systems may achieve more
robust prediction and planning, as the model can process higher-level features that capture
semantic content and crucial contextual cues. Di�erent approaches in the literature for the
application of prediction and planning are discussed independently.
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Chapter 1

Foundation Model Fundamentals

This chapter tries to give an overview of key architecture developments, the evolution from tradi-
tional backbones to expansive transformer-based foundation models, the signi�cance of context
windows for capturing global dependencies, and the rise of multimodal and generative function-
alities, before giving a short technical introduction into generative AI models. We then provide
a review of tokenization techniques, embeddings, and latent spaces, showing how raw input data
(text, images, etc.) is encoded into useful internal representations. Next, this chapter covers
existing large-scale pretrained models, using Stable Di�usion as a prime example of how massive
di�usion-based architectures can synthesize complex outputs. The chapter then addresses the
training regimen for foundation models, examining data-parallel, model-parallel, and pipeline-
parallel strategies, as well as hyperparameter optimization and neural architecture search. These
techniques enable scaling model training across vast computational resources. Finally, the chap-
ter discusses interpretability challenges in high-dimensional spaces, focusing on techniques for
visualizing activations, identifying interpretable subspaces, and ensuring transparency in model
predictions. It concludes by illustrating how foundation models are conditioned or re�ned, en-
abling their adaptation to specialized tasks without exhaustive retraining.

1.1 Key Architecture Developments

1.1.1 From backbones to foundation models

Humans can learn abstract concepts and relations quickly, which makes them highly adaptable
to new tasks and situations. Such generalization ability remains one of the most signi�cant
challenges of AI systems [131]. The reason for this lies in the inductive nature of modern machine
learning, where an AI algorithm relies purely on training data to learn an approximation of the
real-world data distribution. That being said, to learn to perform a task, a neural network needs
a su�cient amount of diverse examples to learn from. Gathering and labeling data is expensive,
and, unsurprisingly, the early neural networks specialized in a single task, such as classifying
tabular data or images or predicting a value given the historical data.

In addition to the data bottleneck, limitations in the available computing power made training
large neural networks very slow and expensive, resulting in many di�erent architectures designed
for e�cient data processing for one speci�c task. In some cases, similar features in the input
are important for multiple tasks, such as token classi�cation and named entity recognition or
image classi�cation and object recognition. Using the same model as a feature extractor on a
similar task became popular, especially in computer vision. For instance, convolutional neural
networks (CNNs) like ResNet and VGG, popular backbones, excel in feature extraction across
tasks such as object recognition and segmentation [198, 599]. The term "backbone" refers to
using a single architecture with task-appropriate �ne-tuning, which has proven e�ective in diverse
tasks [167]. The reusability of the backbones allows for fast and e�cient development of new task-
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speci�c models. The invention of Transformer architecture and the attention mechanism [690]
revolutionized the �eld of machine learning and, since then, has become the SOTA architecture
for many tasks and modalities. Though Natural Language Processing (NLP) remains the primary
application domain of Transformers, its outstanding performance in other �elds, such as computer
vision and protein structure prediction, made it a promising general-purpose architecture [505,
323].

The �rst attempts in multitask learning showed that neural networks struggle to perform
multiple tasks if trained simultaneously. However, pertaining for one task and �ne-tuning for a
new task could improve the performance in the downstream task by learning to recognize similar
concepts in di�erent settings [602]. For example, pretraining a vision model on ImageNet and
subsequential �ne-tuning improves its performance on downstream tasks such as object detection
or image segmentation [387]. Moreover, the reusability of pretrained parameter weights can
signi�cantly reduce overall training costs. Publicly available weights of models pretrained on
large and diverse datasets can be �ne-tuned for speci�c tasks much faster and with much less
data required than training from scratch.

In the last decade, the computational capabilities of GPUs designed for machine learning
purposes and the availability of vast amounts of human-generated data allowed for extensive
pretraining of generative models via self-supervised learning. Popular foundation models such
as BERT, GPT, and Stable Di�usion are widely used across tasks, modalities, and application
domains [153, 5]. Like backbones, foundation models can be easily adapted for new purposes by
�ne-tuning. Due to many parameters, training foundation models is highly resource-intensive,
often costing hundreds of millions of dollars. On the other hand, adapting an existing foundation
model for a speci�c task or using it directly is much more feasible. Foundation models are a
signi�cant next step to reusable general-purpose AI capable of universal learning and �ne-grained
task specialization.

1.1.2 From hidden states to context windows

Since sequences are inherent to numerous domains and modalities, including language, time series
data, and video streams, e�cient processing of sequences is often implemented in the architec-
ture of foundation models. When dealing with sequences, the relationships between sequence
elements, or context, become essential for the meaningful procession of tokens. Recognizing the
context is crucial for many important tasks like language and video generation. Early neural
methods of processing sequences, such as recurrent neural networks, struggled with long-range
dependencies and recognizing context that is more complex than the immediate past due to the
vanishing gradients [606].

One of the �rst architectures for long-range dependencies is Long Short-Term Memory net-
works (LSTMs) [606]. LSTMs incorporate a memory cell and three gates: an input gate, an
output gate, and a forget gate to control the information �ow between the memory cell states,
current input, and output. The robustness against long gaps between the tokens ensured that
LSTMs became very popular in reinforcement learning, as they make excellent agents due to
their ability to remember the past and possibly plan the future. Still, the compression of the
past into one state vector can cause information loss, which is a signi�cant drawback of these
architectures [638].

Processing sequences using the attention mechanism solves the problem of information loss
by keeping the whole sequence in the memory [690]. Calculating attention weights between all
tokens in the sequence allowed �nding important parts of the sequence in each step. However,
calculating the attention weights is costly, and the context length remains the focus of current
research. Di�erent approaches, such as sparse attention mechanisms, were proposed to make the
computation more e�cient [123]. These mechanisms reduce the number of required operations
by �nding the most important parts of the sequence. Utilizing the Mixture of Experts, a well-
known concept in machine learning, Switch Transformer integrates sparsity within an enormous
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model architecture, enabling the training of trillion-parameter models [179].
E�cient and meaningful processing of long sequences remains a signi�cant challenge, mainly

due to the trade-o� between computational costs and model performance. This challenge under-
scores the importance of reusable pretrained foundation models as a scalable and cost-e�ective
approach to leveraging vast amounts of data for diverse tasks.

1.1.3 Multimodality

The ability to process di�erent input and output data modalities is central to foundation models'
e�ciency, scalability, and adaptability. Multimodal neural networks handle inputs by encoding
all modalities into a shared representational space, facilitating the emergence of new capabili-
ties by interacting with di�erent data types. Aligning the di�erent modalities includes various
pre-processing techniques, like sensor-fusion or feature extraction, potentially with specialized
neural networks [196]. For image processing within multimodal large language models, CLIP
(Contrastive Language-Image Pre-training) [538] is a frequently used model. It encodes images
to align them with textual descriptions, bridging the visual content and language gap. This
alignment is crucial for tasks that rely on understanding both textual and visual information.

Further, di�erent encoders and decoder architectures are used to process and reconstruct data
with di�erent modalities. For example, text encoders utilize transformers optimized for natural
language processing, while image encoders often use convolutional neural networks (CNNs) or
vision transformers (ViTs) [158]. These components extract modality-speci�c features, which are
then aligned within the model.

Additionally to encoding in a shared representational space, detecting interdependencies be-
tween modalities is a cornerstone of multimodal architectures. Attention mechanisms, particu-
larly cross-attention layers, are widely used to model semantic relations across data types [679].
In architectures like DALL-E [543] and Flamingo [13], cross-attention allows the model to focus
on speci�c features of an image while processing related text. Such context-aware integration of
modalities improves the performance of models on tasks like image captioning or visual question
answering.

1.1.4 Generative capabilities

One of the most interesting aspects of the foundation models is their ability to generate human-
like text, realistic images, and coherent videos. This ability can be attributed mainly to their
architectural frameworks, including self-supervised training on extensive real-world data collec-
tions [425]. Unlike traditional supervised learning, which requires labeled datasets, large models
leverage the vast amounts of unlabeled data available, learning to predict or generate the next
item in a sequence [153]. Unsupervised learning allows the models to comprehend and imitate
complex patterns in human language, images, and other forms of data, enabling them to generate
new content that is not only novel but also remarkably human-like in quality and coherence.

Models based on Variational Autoencoders (VAEs) generate new content by encoding data
into a probabilistic latent space and reconstructing the data from this space [356]. VAEs consist
of two main components: encoder and decoder. The encoder maps the input into a distribu-
tion within latent space, typically reducing its dimensionality by extracting features from data.
The input data is then reconstructed from the latent space by the decoder. During training,
reconstruction loss is used to anneal the latent space to the real-world data distribution. In the
inference, the decoder samples from the learned latent space distribution, allowing the generation
of diverse outputs that are novel and similar to real-world data.

In Transformers, the self-attention mechanism allows the model to weigh the importance
of di�erent parts of the input data [690]. Given the input sequence, the model calculates a
probability distribution over possible outputs and selects the most likely subsequent token based
on the current input and what it has produced so far. Further, cross-attention layers enable
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dealing with multimodal data, where the model must understand and generate content of mixed
data types, such as textual descriptions and corresponding images [732].

Beyond text, large models have shown outstanding capability in generating realistic images
and coherent audio sequences. Di�usion models such as Stable Di�usion have become popular
for their ability to model and generate complex data distributions [557]. Di�usion models work
by gradually transforming samples from a random noise distribution into structured outputs that
resemble real-world training data, essentially learning the reverse process of physical di�usion
[620]. This method is particularly e�ective for getting the correct sequence of tokens (as in text)
and capturing subtleties in texture, style, and continuity in modalities like images and audio. For
example, in generating human speech, generation quality is de�ned not just by correct phonetics
but also by the intonation and rhythm natural to human speakers [767].

1.2 Main Principles of Data Generation Methods

1.2.1 Generative models

Broadly speaking, generative models infer the the joint probabilityP(X; Y ) of some observable
random variable X and some target variableY [478]. In other words, models that explicitly or
implicitly model the distribution of input-output pairs, are referred to as generative models [59].
Sampling from the conditional P(X jY ) or marginal P(X ) yields a new data output from the
input space. In the realm of generative classi�ers, the class probabilityP(Y jX ) is not learned di-
rectly, but inferred from the estimated joint P(X; Y ) or conditional P(X jY ) and marginal P(Y )
probability distribution via the Bayes theorem [478]. Note that P(X jY ) can be described as the
probability of generating some observationX given some targetY , thus coining the term "gen-
erative". In contrast, discriminative models or classi�ers, learn a mapping functionf : X ! Y
from the input to the output space [478], or equivalently estimate the posteriorP(Y jX ) directly
without any explicit estimate of P(X; Y ); P(X jY ) or P(X ) [415].

1.2.2 Historical Context

Generative models have a rich history, evolving through various paradigms and unlocking signif-
icant capabilities in arti�cial intelligence over time. Gaussian Mixture Models (GMMs), popu-
larized in 1973 by [163], estimate subpopulations within an observable large population and are
primarily used in the �eld of density estimation, clustering and image segmentation. GMMs as-
sume the underlying data generating distribution to be a mixture of Gaussians. Hidden Markov
Models (HMMs) [39] are Markov models where the state of some hidden i.e latent Markov chain
Y is inferred from directly dependant observationsX 1. Given the transitional nature of Markov
models, HMMs provide a robust statistical framework for modeling time series and sequential
data. Accordingly, HMMs experienced a surge in popularity during the 1970s and 80s in the
�eld of speech recognition [32, 27, 310, 320, 376, 533] and were later, among many other ap-
plications, used to compute alignments between pairs of molecular sequences such as DNA and
proteins [60, 166]. Later in the 1980s, Restricted Boltzman Machines (RBMs), initially named
Harmonium [613], marked a valuable tipping point in the resurgence of neural networks. The
RBM, in its canonical form, is an energy-based model with a bipartite graph , consisting of one
binary visible and hidden layer, respectively [214, Chapter 16]. Even though the RBM itself is
not a deep model, it is commonly used as building block for more complex architectures like
Deep Belief Networks (DBN) [260, 259, 46] and later Deep Boltzmann Machines (DBM) [573].
The introduction of a greedy training algorithm [259] for DBNs in 2006, �rst demonstrated the
capabilities of deep architectures in learning both high- and low-level features, at a time when

1We reverse the notation in [39] to align with our de�nition in Chapter 1.2.1 of X as some observable data
and Y as some target variable.
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training deep networks was considered too complex [46]. As such, DBNs outperformed formerly
dominating kernelized support vector machines on the MNIST dataset [259][214, Chapter 20],
rekindling the era of deep learning in the process. We will be discussing modern advances in
generative models such as Variational Autoencoders (VAEs), Generative Adversarial Networks
(GANs), Transformers and Di�usion Models (DMs) in detail in the following sections.

1.2.3 Variational Autoencoder

Variational Autoencoder [355, 547] is a neural network architecture, which uses the Autoencoder
Encoder-Decoder architecture for input reconstruction. In contrast to traditional Autoencoders
however, VAE is trained to produce a probabilistic latent representation according to a chosen
prior, typically a multivariate Gaussian distribution. The decoder is trained to maximize the
likelihood of reconstructing the input data given a sample from the latent variable distribution,
which helps to avoid over�tting and promotes learning of meaningful features. This approach
allows for the continuity of the latent space, which in turn enables the use of VAE for generative
tasks.

1.2.4 Problem description

From a mathematical standpoint, VAEs are a family of directed generative models derived from
stochastic variational inference, aimed at learning the intractable posterior distribution of con-
tinuous latent variables by optimizing the variational lower bound2 (see Equation (1.1)) with
respect to the model parameters.
Let X = f x (i )gN

i =1 be a dataset consisting ofN independent and identically distributed (i.i.d.)
samplesx (i ) , generated from some random data generating processX . Also, let z � p� (z) be
some unobserved i.e. latent variable andp� (x jz) the likelihood of observing x given z under
some parametric family of distributions p� . We are interested in approximating the true poste-
rior distribution p� (zjx) = p� (x jz)p� (z)

p� (x )
3 via the encoderq� (zjx). Correspondingly, p� (x jz) will

be named decoder. While the encoder maps any inputx to a distribution over z, the decoder
generates a distribution overx for a given z. We can approximate p� (x) by maximizing the
variational lower bound, de�ned as:

L (� ; � ; x (i ) ) = log p� (x (i ) ) � DKL (q� (zjx (i ) )jjp� (zjx (i ) )) : (1.1)

Here DKL is the Kullback-Leibler divergence between the approximated and true posterior and
logp� (x (i ) ) the evidence forx. Given Equation (1.1) and DKL � 0, L (� ; � ; x (i ) ) forms a lower
bound on the evidencex (i ) i.e. it has at most the same value aslogp� (x (i ) ), if and only if q� = p�

[214, Chapter 19]. Rewriting Equation (1.1) to

L (� ; � ; x (i ) ) = Ez� q� (�j x) [� logq� (zjx) + log p� (x ; z)] (1.2)

and subsequently

L (� ; � ; x (i ) ) = � DKL (q� (zjx)jjp� (z)) + Ez� q� (�j x) [logp� (x jz)] (1.3)

yields a computationally more tractable form [214, 355], consisting of the reconstruction term
Ez� q� (�j x) [logp� (x jz)] and the regularization term DKL (q� (zjx)jjp� (z)) . Depending on the model
assumptions, Equation (1.3) will yield di�erent estimators. An example estimator is given in the
next section.

2Also named Evidence Lower Bound (ELBO)
3Note that p� (z) and p� (x ) are intractable
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1.2.5 Estimator for a factorized Gaussian posterior

Let p� (x ; z) = p� (z)p� (x jz) be a deep-latent variable model (DLVM) with probabilistic encoder
q� (zjx) and decoderp� (x jz) parameterized by� and � respectively. We assume the priorp� (z)
to be a centered isotropic multivariate Gaussian i.e. p� (z) = N (z; 0; I ) and p� (x jz) to be a
multivariate Gaussian with diagonal covariance structure4 i.e. p� (x jz) = N (x; � ; � 2I )5. The
true but intractable posterior q� is also assumed to be Gaussian such that

logq� (zjx (i ) ) = log N (z; � (i ) ; (� (i ) )2I ) ; (1.4)

where� (i ) and � (i ) are outputs of the encoder network. In order for the ELBO to be di�erentiable
with respect to both � and � , we express the random variablez through some di�erentiable
transformation

g� (� ; x (i ) ) = � (i ) + � (i ) � � (1.5)

where � is the element-wise product. The distribution of � , also named auxiliary variable, is
an isotropic centered Gaussian� � N (0; I ) and independent of x [354]. Thus, the posterior
z � q� (zjx) can be sampled using the di�erentiable encoder output and some non-di�erentiable
random node. This procedure is also known as reparameterization trick [354, 355]. Given [355],
the resulting estimator for this model is

L (� ; � ; x (i ) ) '
1
2

JX

j =1

�
1 + log(( � (i )

j )2) � (� (i )
j )2 � (� (i )

j )2
�

+
1
L

LX

l=1

logp� (x (i ) jzi;l ) ; (1.6)

with L being the number of samples per data point andJ the dimensions ofz, such that � j and
� j refer to the j -th vector element.

1.2.6 Generative Adversarial Networks

Generative Adversarial Networks [215] are a game-theoretic generative modeling approach, fram-
ing the model estimation as a minmax problem between two competing networks, the generator
G� (z) and the discriminator D � (x). In essence,G� (z) maps a latent variable z � pz(z) to a
learned sample spacepmodel , whereasD � (x) distinguishes between samplesx drawn from the
real data distribution pdata (x) and the learned distribution pmodel (x). The generator is `trained
to fool the discriminator into accepting its outputs as being real' [575], thus approximating the
training distribution in the process. The noise vector z is generally sampled from a uniform
z � U [� 1; 1] or Gaussian distribution z � N (0; I ), though di�erent sampling strategies have also
been discussed [77, 494]. In its initial form [215], the objective value functionV to be minimized
is de�ned as:

min
G

max
D

V(D; G) = Ex � pdata (x ) [logD(x)] + Ez� pz (z) [log(1 � D (G(z)))] ; (1.7)

aiming to �nd a Nash equilibrium between both parties. However, this training procedure turns
out to be notoriously unstable in practice, given that maxD V(G; D ) is non-convex [575] and
as such, dual optimization via gradient descent is not guaranteed to reach an equilibrium [214,
Chapter 20]. Consequently, large bodies of work are focused in auxiliary stabilizing techniques
and di�erent objective functions [21, 410, 419, 460, 459, 806], trying to render GAN training
more e�cient.

4This is dependent on the type of data to be modelled
5The Gaussian parameters are learned by the model and not of further relevance.
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1.2.7 Transformers

The Transformer model [691] is a sequence-to-sequence neural network, which utilizes the atten-
tion mechanism instead of convolutional or recurrent layers. Transformer follows the encoder-
decoder framework commonly used in sequence and language modeling [745]. The encoder pro-
cesses an input sequence(x1; :::; xn ), transforming it into a sequence of continuous representations
z = ( z1; :::; zn ). The decoder then generates an output sequence(y1; :::; ym ), one element at a
time, in an auto-regressive manner. At each decoding step, previously generated symbols are
consumed as additional inputs.

The distinguishing feature of the Transformer is its reliance on self-attention mechanisms and
point-wise, fully connected layers for both the encoder and decoder.

1.2.8 Attention mechanism

An attention function maps a query and a set of key-value pairs to an output, where the query,
keys, values, and output are all vectors. The output is computed as a weighted sum of the values,
with weights determined by a compatibility function of the query with the corresponding key.
The attention function for a set of queries, packed into a matrixQ, and keys and values packed
into matrices K and V , is computed as:

Attention( Q; K; V ) = softmax
�

QK T
p

dk

�
V

The scaling of the query-key product by the square root of the key vector dimensiondk is
performed for training stability.

The purpose of the Attention mechanism is to dynamically focus on relevant parts of the
input sequence. This allows Attention-based neural network to e�ectively capture long-range
dependencies and contextual relationships within the sequence.

The two main attention types are self-attention and cross-attention. Self-attention is an
attention mechanism is used to compute a representation of a sequence by relating tokens at
di�erent positions of the sequence [691]. In this case, queries, keys and values are derived from
the input through a linear transformation. In the case of cross-attention, one input is used to
compute the queries, while keys and values are calculated from the other input [416]. This allows
to align and integrate information from two inputs.

1.2.9 Vision Transformer (ViT)

Vision Transformer (ViT) [159] extends the principles of the original Transformer model [691] to
the domain of image processing, demonstrating that self-attention mechanisms can be applied to
arbitrary data sequence formats and are able to e�ectively replace convolutional neural networks
(CNNs) in computer vision tasks.

In order to apply Transformer models to two-dimensional images, these have to be represented
as a sequence of tokens. Vision Transformer treats images as a sequence of patches, analogous
to the tokens in natural language processing (NLP) models. To convert an image into a patch
representation, the imagex 2 RH � W � C is reshaped into a sequence of �attened 2D patches
xp 2 RN � (P 2 �C) , where (H; W ) is the resolution of the original image, C is the number of
channels,(P; P) is the resolution of each image patch, andN = HW=P 2 is the resulting number
of patches. Each patch is then projected to ad-dimensional embedding space via a trainable
linear projection.

Since the self-attention mechanism is agnostic to the position of patches, positional embed-
dings are added to the patch embeddings to incorporate spatial information. These positional
embeddings are learnable parameters that encode the relative or absolute position of patches in
the sequence, enabling the model to retain the spatial structure of the image.
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For object detection, the ViT can be integrated with detection heads, such as those used in
the DETR framework (see [91] for additional information). The output embeddings from the ViT
encoder are passed through a decoder that generates bounding boxes and class labels for objects
within the image. This approach leverages the global context captured by the self-attention
mechanism, enabling more precise detection of objects, especially in complex scenes.

The Vision Transformer o�ers several advantages over traditional CNNs, including the ability
to capture long-range dependencies and global context more e�ectively due to the self-attention
mechanism. Additionally, the ViT architecture is highly scalable and can bene�t from large-scale
pre-training on extensive image datasets.

However, the ViT also presents challenges, such as a higher computational cost and the
need for a large amount of training data to achieve competitive performance. E�cient training
strategies and model optimizations are active areas of research to mitigate these challenges.

1.2.10 Di�usion models

Di�usion models [262, 615, 617, 619] are fundamentally built around a two-step process: the
forward process gradually corrupts some input datax0 � q(x0) with Gaussian noise, whereas
the reverse process aims at recovering the initial data distribution from a perturbed state. The
reverse process can e�ectively be seen as a denoising operation, though said models are merely
inspired by natural di�usion processes but not bound to Gaussian transitions kernels only [34].
The following sections outline the three most predominant formulations of di�usion models:
denoising di�usion probabilistic models (DDPM), score-based generative models (SGM) and
score-based stochastic di�erential equations (score SDE).

1.2.11 Denoising di�usion probabilistic models

Denoising di�usion probabilistic [262, 615] models de�ne the forward and backwards process as
two Markov chains, respectively. Using both the Markov property and chain rule of probability,
the joint distribution of a sequence of latentsx1; x t ; : : : ; xT under the time step t conditioned on
some initial data distribution x0 � q(x0) can be denoted as:

q(x1; : : : ; xT jx0) =
TY

t=1

q(x t jx t � 1): (1.8)

The transitions kernel q(x t jx t � 1) is designed such thatxT is distributed according to a tractable
prior distribution at the �nal time step T of the forward process and commonly has the shape
of a Gaussian:

q(x t jx t � 1) = N (x t ;
p

1 � � t x t � 1; � t I ) ; (1.9)

with � t being the variance schedule chosen ahead of time.6 Instead of computing all intermediate
di�usion steps to sample x t from q(x t jx0), [615] demonstrated an analytical closed form solution
for all t 2 f 0; 1; : : : ; Tg through marginalization. Given � t := 1 � � t and �� t :=

Q t
s=0 � s, the

transition kernel can be written as

q(x t jx0) = N (x t ;
p

�� t x0; (1 � �� t )I ) ; (1.10)

thus enabling to samplex t directly given some noise vector� � N (0; I ):

x t =
p

�� t x0 +
p

1 � �� t �: (1.11)

The prior distribution of the reverse Markov chain is a standard Gaussianp(xT ) = N (xT ; 0; I ),
in order to match the statistics of the �nal forward step, given q(xT ) � N (xT ; 0; I ). Contrary

6The most common schedule is� t =
� p

� min + t
T � 1 (

p
� max �

p
� min )

� 2
where, for example, � min = 0 :00085

and � max = 0 :012. See the o�cial implementation or the popular Automatic1111 UI.
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to the forward step, the transition kernel of the reverse chainp� (x t � 1jx t ) is learned by a deep
neural network with parameters � :

p� (x t � 1jx t ) = N (x t � 1; � � (x t ; t); � � (x t ; t)) : (1.12)

Similar to VAEs, the distribution of the reverse process can be learned by maximizing the
ELBO on the negative log likelihood. [615] proposed an interpretation of the ELBO that can be
estimated with lower variance by conditioning onx0:

L := Eq

2

6
6
6
6
4

DKL (q(xT jx0)jjp(xT ))
| {z }

L T

+
TX

t> 1

DKL (q(x t � 1jx t ; x0)jjp� (x t � 1jx t ))

| {z }
L t � 1

� logp� (x0jx1)
| {z }

L 0

3

7
7
7
7
5

:

(1.13)
This derivation of the ELBO in Equation (1.13) can be interpreted as followed:

ˆ L T represents the distance between the noised input distribution and the reverse di�usion
prior. It is not dependent on � and thus irrelevant.

ˆ L t � 1 depicts how well the joint distribution of the reverse process matches that of the
forward process.

ˆ L 0 can be interpreted as reconstruction term similar to that of a VAE7.

[262] further proposes a speci�c parameterization ofL t � 1, dependent on the mean ofx t � 1 given
x t , which lies on the straight line connectingx0 and x t

�� t (x t ; x0) :=
p

�� t � 1� t

1 � �� t
x0 +

p
�� t (1 � �� t � 1)

1 � �� t
x t (1.14)

such that (discarding all constants)

L t � 1 = Eq

�
1

2� 2
t

k�� t (x t ; x0) � � � (x t ; t)k2
�

: (1.15)

Instead of directly predicting the mean� � , we can parameterize it in terms of �� t or the predicted
noise� � [262]:

� � (x t ; t) = �� t

�
x t ;

1
p

�� t
(x t �

p
1 � �� t � � (x t ))

�
=

1
p

� t

�
x t �

1 � � tp
1 � �� t

� � (x t ; t)
�

: (1.16)

As such, another form of parameterization forL t � 1 is given by

L t � 1 = Ex 0 ;�

�
� 2

t

2� 2
t � t (1 � �� t )

� k� � � � (
p

�� t x0 +
p

1 � �� t � ; t)k2
�

; (1.17)

where � � N (0; I ) and � � is a function predicting the accumulated noise inx t . Although both
training paradigms perform the same, predicting� leads to better results when the constant term
in Equation (1.17) is omitted. In essence,x t � 1 � p� (x t � 1jx t ) is sampled by computing

x t � 1 =
1

p
� t

�
x t �

� tp
1 � �� t

� � (x t ; t)
�

+ � t z ; (1.18)

where z � N (0; I ) and � t is taken from the variance of the noise scheduler i.e.� t =
p

�� t or
� t =

p
� t with �� t = 1� �� t � 1

1� �� t
� t .

7Note that x 1 is perceived as latent variable with the same dimensionality as x 0 .
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1.2.12 Score-based generative models

The score function [301]r x logp(x) is de�ned as the gradient of the log-probability of any con-
tinuously di�erentiable probability density function p(x) with respect to the data x. Graphically
speaking, it represents the directionx needs to move in the data space in order to increase its
likelihood i.e. a vector �eld over the space ofx pointing towards the modes of the probability
density function [435]. One major advantage of the score function is the bypassing of normalizing
constants, encountered in non-normalized models such as continuous Markov random �elds. As
explained in [301], given a random vectorx 2 Rn ; x � px and a parameterized density modelp�

approximating px , the probability density function (pdf) approximation is only correct up to an
unknown constant Z � :

p� (� ) =
1

Z �
q� (� ) ; (1.19)

where q is an analytically known function. The computation of

Z � =
Z

� 2 Rn
q� (� )d� (1.20)

is often analytically intractable and numerically non-computable for almost anyn > 2.
Score-based generative models are deep neural networks trained to jointly estimate the score
functions for a series of data distributions corrupted by increasing Gaussian noise. Letx0 �
px (x0) be a sample from the data distribution andf � t gT

t=1 a sequence of strictly increasing noise
scales. Then, the perturbed data distribution at scalet takes on the form

p� t (x t ) =
Z

p(x0)p(x t jx0)dx ; (1.21)

with p(x t jx0) = N (x t ; x0; � 2
t I ). We are now interested in estimating the score functionr x logp� i

of eachp� i given some neural networks� (x ; t) conditioned on � . Consequently,s� is also named
noise conditional score network (NCSN). Training a NCSN is usually done under the framework
of score matching [301], one exemplary technique being denoising score matching [694]. The
objective function for the t-th noise scale� t , some samplex0 with corresponding x t and a
positive weighting function � (t) is given as

Ex 0 ;x t ;� t

"

� (t)








 �

x t � x0

� t
� � t s� (x t ; t)










2
#

; (1.22)

and can be rewritten to a form similar to Equation (1.17), utilizing x t = x0 + � t � ; � � N (0; I )
[771]:

Ex 0 ;x t ;� t

h
� (t) k� + � t s� (x t ; t)k2

i
: (1.23)

From Equation (1.23) and as shown in [262], optimizing an objective similar to denoising score
matching is equivalent to applying variational inference to match the �nite-time marginal dis-
tribution of a Langevin dynamics inspired sampling process. We will discuss iterative sampling
approaches using the example of annealed Langevin dynamics (ALD) [617], though other ap-
proaches [296, 382, 619] can be chosen as well. Letst be the gradually decreasing step size
st = �� 2

T =� 2
t with condition �� T =� t > 1, where � is the �xed smallest step size, andx (N )

T the

initial starting value sampled from a prior distribution x (N )
T � N (0; I ). The index t refers to the

noise scale index and thus the corresponding distributionx t is sampled from, i.e. x t � p� t (x t ).
The update rule is performedN times for each noise indext and is given as:

z(i )
t  N (0; I ) (1.24)

x (i +1)
t  x (i )

t +
1
2

st s� (x (i )
t ; t) +

p
st z

(i )
t ; (1.25)
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with i = 0 ; 1; : : : ; N and t = T; T � 1; : : : ; 1. At each new noise index,x t is initialized as
x (0)

t = x (N )
t+1 . The distribution of the �nal sample x (N )

1 approachespx as st ! 0; st > 0 and
T ! 1 ; T < 1 [617, 618, 771].

1.2.13 Score Stochastic Di�erential Equations

Instead of viewing the di�usion process in discrete space, DDPMs and SGMs can be expanded
to in�nite time steps and noise scales, yielding a continuous di�usion processf x(t)gT

t=0 ; t 2 [0; T]
that is a solution to the following stochastic di�erential equation (SDE) [619]:

dx = f (x ; t)dt + g(t)dw ; (1.26)

wheref (x ; t) is the drift coe�cient, g(t) the di�usion coe�cient and w a standard Wiener process.
Equation (1.26) is denoted as the forward SDE and as shown by [619], the forward process of
DDPMs are merely discretizations of following variance preserving SDE:

dx = �
1
2

� (t)xdt +
p

� (t)dw: (1.27)

As the number of discrete time stepsT approaches in�nity T ! 1 , the sequence of variances
f �� t̂ g

T
t̂=1

8 can be expressed as function� (t) = �� t̂ ; t = t̂
T 2 [0; 1]. Correspondingly, we get a

variance exploding SDE for SGMs of the form

dx =

r
d[� 2(t)]

dt
dw ; (1.28)

using the same corresponding notation as above i.e.� ( t̂
T ) = � t̂ . A sample x0 is generated by

sampling xT and reversing the di�usion in Equation (1.26), utilizing the reverse-time SDE [16]

dx = [ f (x ; t) � g(t)2r x logqt (x)]dt + g(t)d �w : (1.29)

In fact, [16] demonstrated that any SDE representation of a di�usion process generates a reverse-
time di�usion process. Similar to the notation in chapter 1.2.11,qt (x) denotes the distribution of
x in the forward process, �w is the standard Wiener process running backwards fromT to 0 and
dt an in�nitesimal negative time step. Sampling using reverse-time SDEs e�ectively boils down
to estimating the score functionr x logqt (x), as discussed in the previous chapter. Consequently,
we can train a time-dependent score-based models� (x ; t) with the generalization of the score
matching objective in Equation (1.23) under continuous time:

Ex 0 ;x t

h
� (t) ks� (x t ; t) � r x t logq0t (x t jx0)k2

i
; (1.30)

where x0 � q0(x0); x t � q0t (x t jx0); t � U [0; T] and � (t) follows notation from Equation (1.22).
Once the score function is known, [619] further proves the existence of a corresponding deter-
ministic process that satis�es the ordinary di�erential equation (ODE)

dx =
�
f (x ; t) �

1
2

g(t)2r x logqt (x)
�

dt ; (1.31)

named probability �ow ODE, and whose trajectories have the same marginal probability den-
sity f qt (x)gT

t=0 as the reverse-time SDE. Iterative sampling is then performed by solving either
aforementioned ODE or SDE using numerical SDE/ODE solvers, predictor-corrector methods or
Langevin dynamics [619, 771].

8Note the change of notation from index t to t̂ (compare 1.2.11, Equation (1.18)) as to express the change
from discrete time index t to a continuous variable.

15



1.3 Tokenization, Embeddings, Latent Space

1.3.1 Tokenization

In natural language processing (NLP), text �rst has to be represented by numbers such that they
can be processed by neural networks. This preprocessing step is calledTokenization and can be
done in various ways.

One extreme � often called character-level or byte-level tokenization � represents each indi-
vidual character by a number. While this leads to very small vocabularies (letters, numbers,
special characters), the resulting sequences after tokenization become very long. Additionally,
individual tokens carry a low amount of semantics and must be set in context with the neigh-
bouring tokens to derive a semantical meaning. Nevertheless, character-level tokenization was
sucessfully applied to language modeling tasks in [378, 535, 325].

The other extreme � word-level tokenization � splits sentences into words and assigns each
word (and some special characters) their individual token ID. While this reduces the length of
the resulting token sequences compared to character-level tokenization, the vocabulary massively
increases in size. Typically, a vocabulary of �xed-size in the order of 100.000 words is used.
Nevertheless, such big vocabularies cannot cover every possible word, especially taking potential
spelling mistakes into account. Simply assigning an out-of-vocabulary token for these words
will lead to a loss of information, thus other techniques (e.g. [309, 436]) try to introduce more
sophisticated techniques.

Between these two extremes liessubword-leveltokenization, which tries to build a compro-
mise between character-level and word-level tokenization. In this variant, words can be splitted
into multiple tokens of variable length. This enables the coverage of every possible word using
a �xed-size vocabulary, while leading to shorter token sequences compared to character-level
tokenization. The most prominent algorithms to derive these vocabularies from data areByte
Pair Encoding (BPE) [597] and WordPiece [746]. While BPE is used by OpenAI as tokenizer
for their GPT models [497], WordPiece is used as tokenizer for the BERT model [153].

After the input sequence was tokenized, often some kind of embedding is applied to the plain
token IDs. These concepts are described in Section 1.3.2.

The tokenization of text is especially relevant for large language models, but they are also
used in text-to-image models for the tokenization of the user's prompt. For example, Stable
Di�usion reuses the pretrained BERT tokenizer [554], while Stable Di�usion 3 uses an ensemble
of three pretrained text encoders (tokenization and embedding) [171]. Besides of the use of
tokenization for textual prompts, tokenization can also be applied to other input modalities (e.g.
images) to reduce the complexity. Corresponding approaches will be described in the following
subsections.

Image tokenization

Self-attention in Transformers can be naturally applied to images but results in one pixel at-
tending to every other pixel in the image. For high-resolution images, the implied computational
complexity renders the application of Transformers impractical. Thus, [158] proposed to split
an input image x 2 RH � W � C into patchesof 16 � 16 pixels, resulting in a �attened sequence
xp 2 RN � (P 2 �C) , where(H; W ) represents the original height and width of the input image,C the
number of channels,P the patch size andN = HW=P 2 the number of resulting patches. This
�attened patch sequence can now be treated as tokens as in the NLP setting. Consequently, the
resulting patches are embedded (see Section 1.3.2) and then processed by a Transformer model.
This Vision Transformer (ViT) architecture became a fundamental ingredient in many vision
applications.

[158] also introduced a brief notation to describe a ViT architecture. ViT-L/16 refers to a
"Large" model variant with 16 � 16 patch size. The patch size is prominently denoted here,
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since smaller patch sizes lead to longer sequence lengths and thus to increased computational
complexity. This notation is commonly adapted by many researchers, enabling an easy com-
parison of used patch sizes in the literature. When comparing the following di�erent ViT-based
architectures ViT [158], CLIP [538], DeiT [675], DeiT III [674] and DINO [94], we �nd a
patch size of 16 to be most prominently used in model sizes from small to large. Huge model
variants often leverage a patch size of 14, while DINO also provides a model with a patch size
of 8. Very e�cient models may also use a larger patch size of 32, resulting in higher throughput
but less accuracy.

Beyond the previously described static patching of the input images, several papers intro-
duce new concepts to introduce hierarchical patching mechanisms.Swin Transformer [428]
starts with a small patch size of 4 but introduce a window-based self-attention mechanism, that
performs the self-attention only on a group of patches inside a local window. To capture a global
context, alternating Swin Transformer Blocks shift these windows, introducing cross-window
connections between the layers. Additionally, patches are merged between di�erent stages in
the overall architecture, resulting in a hierarchical representation. Similarly,Pyramid Vision
Transformer [719] also divide the overall model architecture into di�erent stages, where the end
of each stage recomposes the divided patch sequence to a feature map. The following stage then
performs a new patching of the feature map, where the patch size of each stage can be di�erent.
The Transformer-iN-Transformer (TNT) framework [238] performs two levels of patching.
First, they split the image into patches of size 16� 16, as in vanilla ViT. These patches are
then divided into sub-patches of size 4� 4. The coarse patches are also referred to asvisual
sentenceswhile the �ne patches are calledvisual words. Visual words are then processed by an
Inner Transformer Block, whose results are combined with the visual sentences to be processed
by an Outer Transformer Block, resulting in a Transformer-iN-Transformer block.

Many more specialized tokenization mechanisms for images can be found in the literature.
The scope here is to provide a general introduction into the topic and a rough overview of core
principals. More specialized tokenization approaches might be introduced in following chapters,
when applicable.

Lidar tokenization

Ultra Lidar is a Tokenizer proposed by Waabi [756], which is based on the ideas of VQ-VAE.
After voxelizing an input pointcloud, a transformation to a BEV image with height features is
conducted to enable the use of established techniques for further processing in 2D. The decoder
outputs a binary voxel grid. The lidar VQ-VAE in total is trained with an additional feature
di�erence loss, which compares the output of the tokenizer with the features of a pretrained
voxel-based detector. Furthermore the authors demonstrate di�erent downstream applications
like scene completion and generation.

Another pointcloud tokenizer is introduced in the Copilot 4D paper [810]. It is trained to
reconstruct point clouds via di�erentiable depth rendering and learns to encode them into a
latent BEV representation. After aggregating pointwise features of each voxel with a PointNet,
Voxel-wise features are aggregated into BEV-pillars. Afterwards a Swin Transformer Backbone
is applied to obtain a featuremap, which is 8x downsampled from the initial voxel size in BEV.
A vector quantization layer then produces the quantized latent representation. In the decoder
multiple Swin Transformer blocks are applied and followed by two output branches. The �rst
branch predicts the expected depth via di�erentiable depth rendering, while the second branch
learns a coarse reconstruction of the point clouds for spatial skipping to speed up the point
sampling during rendering.
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1.3.2 Embeddings

Early in the development of machine learning models, one-hot encoding was a prevalent tech-
nique for representing categorical data. In one-hot encoding, each unique word or category is
represented as a binary vector with all elements set to zero except for a single element set to
one, indicating the presence of the corresponding word or category. While simple and intuitive,
one-hot encoding has limitations, such as sparse and high-dimensional vectors as well as lack of
semantic relationships between categories [239].

To address these limitations, the concept of embeddings was introduced. Embeddings are
dense vector representations that map input data into continuous vector spaces, with the goal of
capturing semantic similarities and relationships more e�ectively. In NLP, word embeddings like
Word2Vec [456], GloVe [512] or BERT [153] capture semantic relationships between words by
training on large corpora of text, allowing models to understand context and meaning. Similarly,
in computer vision, transformers use embeddings to encode visual information, transforming
image patches into a series of tokens that capture spatial and structural features [158].

By leveraging embeddings, machine learning models can e�ciently process and interpret com-
plex data, enhancing performance in tasks such as language translation, image recognition, and
beyond. This shift from sparse representations to dense embeddings has been pivotal in advanc-
ing the capabilities of modern machine learning systems. In the following, common embeddings
in the context of visual models are presented.

Image embeddings

After the tokenization/patching of input images in Vision Transformers (see Section 1.3.1), a
trainable linear projection of the �attened patches is applied, mapping each patch to apatch
embeddingof size D [158]. Since the �attened patch embeddings do not encode any spatial
information about the original arrangement of the patches in the image, a position embedding
is added to each patch. Additionally, a [class] token can be prepended to the sequence of
patch embeddings, enabling the supervised training for image classi�cation. The resulting input
embeddingz0 can be formally described by

z0 = [ xclass; x1
pE; x2

pE; � � � ; xN
p E] + Epos; E 2 R(P 2 �C)� D ; Epos 2 R(N +1) � D : (1.32)

The authors could show, that the learned embedding �ltersE are suitable to extract low-level
representations from the patches. Additionally, learnable position embeddingsEp os are able to
capture 2D image topology, performing on-par with hand-crafted 2D-aware position embeddings.

While many ViT variants conform to this basic concept, some architectures also introduce
new ideas. TheDETR architecture [92] replaces the linear projection with a CNN to derive
image features as input for the Transformer model. Additionally, the positional embeddings are
not only used as input for the encoder of the Transformer but also for the decoder. The usage
of CNNs as feature extractor is also integrated inTransTrack [631],TrackFormer [452], IPT
[109] andUniT [280], placing CNNs as a common alternative to the linear projection of patches.

Lidar embeddings

Point cloud data, characterized by its unordered and irregular structure, poses unique challenges
for traditional machine learning methods. To address this, embedding point clouds into a lower-
dimensional, feature-rich representation has become a fundamental step in enabling e�ective
analysis and processing. This subsection explores various techniques employed for point cloud
embedding.

Point-Based Methods: PointNet [528] is a pioneering deep neural network designed to pro-
cess unordered point cloud data directly. It comprises three main components: an input trans-
formation network, a feature learning network, and a feature aggregation network. While simple,
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PointNet struggles with capturing local geometric patterns. In order to overcome the limitations
of PointNet, the researchers build PointNet++ [529] upon PointNet by introducing a hierarchi-
cal structure. PointNet++ groups points into local regions, extracts features from these groups,
and aggregates them. This hierarchical approach enables PointNet++ to better capture local
geometric patterns and handle variations in point density compared to its predecessor.

Voxel-Based Methods: Voxel-based methods convert irregular point clouds into regular 3D
grids (voxels). These voxels serve as input to 3D convolutional neural networks (CNNs) for
feature extraction. The extracted features represent a compact embedding of the original point
cloud. While e�ective, this approach faces challenges such as high computational cost due to
dense grids, quantization errors from discretization, and data sparsity. Notable works employing
this technique include VoxelNet [841], SECOND [766], and PointPillars [372].

Transformer-Based Methods: Transformer-based methods excel in processing point cloud
data by leveraging self-attention mechanisms. Unlike traditional convolutional neural networks,
transformers excel at capturing global dependencies and handling the unordered nature of point
clouds. By allowing each point to attend to all other points, these methods can learn complex
relationships and contextual information within the data. Point Cloud Transformer (PCT) [233]
is a pioneering work in this area, demonstrating the e�ectiveness of applying transformer ar-
chitecture directly to point clouds. PCT incorporates positional encoding to preserve spatial
information while self-attention captures global dependencies. This approach has led to signi�-
cant advancements in various point cloud tasks.

Autoencoder-Based Methods: Autoencoders o�er a versatile approach to learning compact
and informative representations of point clouds. These models consist of an encoder that maps
the point cloud to a lower-dimensional latent space and a decoder that reconstructs the original
point cloud from this latent code. E�ective autoencoder-based methods must address the un-
ordered nature of point cloud data while preserving geometric information. By training these
models to reconstruct the input, they learn to capture essential features and patterns within
the point cloud. Examples of autoencoder-based methods include the work of Achlioptas et al.
[6] who combined autoencoders with generative adversarial networks (GANs) to enhance point
cloud generation and representation learning.

Action embeddings

Tancik et al. [650] propose to use Fourier feature mappings to improve the performance of
coordinate-based multilayer perceptrons (MLPs) for low-dimensional regression tasks. Recent
world models like Vista [199] or GenAD [769] both use Fourier embeddings, as described in
[650], to create embeddings of the ego action for model conditioning.

1.3.3 Latent spaces

Generative models, such as Generative Adversarial Networks (GANs) [215], Variational Autoen-
coders (VAEs) [356], and Di�usion Models (DMs) [262], have recently demonstrated an unprece-
dented ability to generate realistic data, including images, videos, and various other kinds of
data. At their heart lie latent spaces � high-dimensional abstract representations in which the
essential features of the data are embedded. They lie either in the embeddings explicitly gener-
ated by the model, such as for VAEs as used in latent di�usion models [554] or the embedding
generated by models such as CLIP [538], or in the model's internal representations, as is the case
for di�usion models and GANs. These spaces, although often high-dimensional and complex,
hold structured information about the data, serving as strong features for the following network
architecture.
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The following sections will present latent spaces in prominent types of neural networks.
Additionally, some techniques for self-supervised learning of meaningful latent representations
are introduced. Some further aspects regarding the interpretability of latent spaces will be
discussed in Section 1.6.1.

Autoencoders

The concept of Autoencoders was already introduced back in 1986 [565]. An autoencoder
consists of an encoderE : X ! Z that maps an input x 2 X to a lantent code z 2 Z and
a decoderD : Z ! X that reconstructs x from z. Since the output of the autoencoder shall
resemble the input, it can be trained without supervision using some form of reconstruction loss
between the input and the output. The objective of the network can be framed as �nding a
suitable latent spaceZ which is capable of modeling the input spaceX . Typically, Z is of lower
dimensionality than X , requiring the autoencoder to derive suitable high-level representations of
the inputs. After training an autoencoder, the decoder itself can be understood as a generative
model that can be queried by drawing random samples inZ .

But plain autoencoders do not impose any constraints on the latent space, thus the learned
representations might not be very robust against perturbations in the inputs. To tackle this
problem, some early works impose di�erent kind of regularizations during the training.Sparse
Autoencoders [477] constrain the activations in the latent code to be close to zero, enabling
higher-dimensional latent spaces but with sparsity. Denoising Autoencoders [695] corrupt
some portions of the inputs during training, resulting in more robust latent representations.
While the regularization in Denoising Autoencoders impacts the full autoencoder,Contractive
Autoencoders [552] impose a regularization only on the encoder by penalizing high-valued
Jacobians. This leads to robustness against small perturbations in the inputs.

Next to the robustness, latent spaces might not be structed very well. This renders the sam-
pling in Z correspondingly di�cult, since an arbitrary sample might not decode to any meaningful
output. Many works develop the original autoencoder further, leading to better structures in the
latent spaces. The most prominent approach is theVariational Autoencoder (VAE) [356].
Modeling the encoder to mapx to a distribution over z and imposing some regularization on
these distributions to be Gaussian lead to better continuities in the latent space. In contrast to
these continuous latent spaces,Vector Quantized Variational Autoencoders (VQ-VAE)
[495] make use of a Vector Quantization inbetween the encoder and decoder to select discrete,
trainable latent embeddings. This representation can be more �tting for modeling categories.
The Ultra-Lidar-Tokenizer [756] (described in Section 1.3.1), employs VQ-VAEs and is able
to provide a vectorized latent representation of the lidar data. This can be exploited by the
identi�cation of codes of objects of interest. For example the number of vehicles in a generated
scene could be modi�ed by increasing the value of a speci�c code in the latent representation.
Adversarial Autoencoders [444] generalize the idea of VAEs but can regularize the distribu-
tions to follow an arbitrary prior p(z), thus not being limited to Gaussian distributions. This is
achieved by attaching an adversarial network to the latent code of an autoencoder. The adver-
sarial network shares the decoder of the autoencoder and has to discriminate between decoded
actual latent codes from the encoder and decoded random samples fromp(z). This discrimi-
native approach is similar to GANs. In [516], ideas from GANs and autoencoders are further
intertwined to form Adversarial Latent Autoencoders . In the typical minmax training of
GANs, the generator G and discriminator D are decomposed into two networks each, yielding
G= G � F and D= D � E . The intermediate results ofF and E are constrained to form the same
latent space, in which the discrimination is actually carried out. The combination ofE and G
then acts as an autoencoder.
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GANs

Generative Adversarial Networks are composed of a generatorG(z) that maps a random noise
vector z to an output. The output of the generator has to be distinguished by the discriminator
D(G(z)) against a set of real samples.G and D are optimized in a minmax game, both becoming
increasingly better in their respective tasks over the course of the training.

As with autoencoders, plain GANs also have no restrictions on the structure ofz. This
can result in highly entangled latent representations so that the modi�cation of single variable
in z may lead to many structural di�erences in the generated output. InfoGAN [116] tries
to disentangle the learned presentations by decomposingz = ( z; c) into incompressible noisez
and a latent codec. The individual variables in c can be modeled with di�erent distributions,
allowing to disentangle information in the latent code. To prevent the network from ignoring
c and expressing everything withz, an information-theoretic regularization is introduced. This
regularization favors high mutual information betweenc and the generator distribution G(z; c).
Similarly, the authors of DR-GAN also split the latent code into multiple parts and leverage
annotations to explicitly assign information to the individual parts.

Contrastive Learning

Various techniques for learning disentangled representations from data emerged. Techniques to
derive such high-level embeddings without any supervision are collected under the termCon-
trastive Learning . Some early works used self-supervised learning by solving pretext tasks (e.
Jigsaw puzzles [492]).

Chen et al. proposed theSimCLR framework [115] to learn meaningful representations from
data in a self-supervised way. LetT be a set of possible augmentations for a data samplex.
Now two di�erent sets of augmentations t and t0 are randomly selected fromT to create two
di�erent views ~x i and ~x j from x. These views are fed as inputs to an encoder networkf � to
create latent representationshi and hj which subsequently used as inputs for a projection layer
g� to obtain the representations zi and zj . The goal is to maximize the similarity for views of
the same sample by minimizing the loss function

L i;j = � log
exp (sim (zi ; zj ) =� )

P 2N
k=1 1k6= i exp (sim (zi ; zk ) =� )

(1.33)

where 1k6= i is an indicator function returning 1 if k 6= i and the temperature parameter� .
Barlow Twins follow the same procedure as SimCLR and use di�erent views of the same

data sample. However, they introduce a di�erent loss function [797]

L BT =
X

i

(1 � Ci;i )2 + �
X

i

X

j 6= i

Ci;j
2 (1.34)

with the cross-correlation matrix Ci;j for the embedding vectorszi and zj in a batch. The loss
becomes minimal ifCi;j is a matrix with ones on the diagonal and zeros everywhere else. In this
case the embeddings are invariant to the applied augmentations and the di�erent dimensions of
the embedding vector do not encode redundant information [797].

1.4 Existing Foundation Models

1.4.1 Stable di�usion model

Stable di�usion has emerged as a revolutionary development in the �eld of generative AI, par-
ticularly within the realm of text-to-image synthesis. Its ability to produce high-�delity images
from textual descriptions has captivated researchers and creators alike, opening doors to novel
applications across various industries. It extends the di�usion probabilistic model [262], which
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serves as a generative framework for creating images. The core idea behind stable di�usion lies
in iteratively re�ning a random noise input to generate photo-realistic images.

Background

The emergence of stable di�usion cannot be fully appreciated without understanding the foun-
dational advancements in generative AI that paved the way. Generative Adversarial Networks
(GANs) [216], introduced around 2014, were a pioneering approach, utilizing a competitive train-
ing structure to achieve impressive image generation results. However, GANs could be unstable
and prone to inconsistencies.

This led to the exploration of di�usion models, which took a contrasting approach. Di�usion
models [615, 262] begin with a clean image and progressively add noise, essentially corrupting
it. A separate network is then trained to reverse this process, restoring the image from its noisy
state. This "denoising" process equips the model with a robust understanding of image structure.

A critical leap forward came in late 2021 with the introduction of latent di�usion models
[557]. These models operate in a "latent space" � a compressed representation of the image �
rather than working directly on pixels. This innovation enabled more e�cient training and �ner
control over the generation process.

Finally, in August 2022, Stable Di�usion 9 arrived. Building upon the groundwork of latent
di�usion research and leveraging the massive, aesthetically-curated LAION-Aesthetics dataset,
Stable di�usion marked a signi�cant advancement. Its open-source nature further democratized
access to this powerful technology, fostering a thriving community that continues to re�ne and
extend its capabilities.

Core architecture

This sub-section delves into the core components that orchestrate this image generation process.
However, there are a few di�erences between di�erent versions, which will be described below.

Stable Di�usion is a powerful latent di�usion model capable of generating high-resolution
images conditioned on textual descriptions. Here is a breakdown of these core components:

1. Variational Autoencoder (VAE): This component takes an image and transforms it
into a lower dimensional latent representation with encoder as well as reconstructs the
image back with decoder. This latent code captures the essential semantic information of
the image, allowing for e�cient manipulation during the di�usion process.

ˆ Downsampling: The autoencoder typically uses a relative downsampling factor of 8
(e.g., in Stable Di�usion v1) and maps images of shape H x W x 3 to latents of shape
H/f x W/f x 4, where f is the downsampling factor.

ˆ VQ-Regularization (VQ-reg): In [557], Vector Quantization regularization (VQ-
reg) and Kullback�Leibler regularization (KL-reg) are explored in training the VAE.
Both techniques help train the autoencoder, a key component in Stable Di�usion.
KL-reg focuses on minimizing the di�erence between the latent code and a prior dis-
tribution, while VQ-reg uses a codebook to represent the latent space more e�ciently.
Therefore, VQ-reg is the most commonly available implementation of Stable Di�usion.

2. U-Net: The U-Net [560] plays a central role in the latent di�usion process. It takes the
latent representation from the VAE and iteratively re�nes it through a series of encoding
and decoding steps. During each step, the U-Net predicts the amount of noise added to
the latent code. By progressively removing this noise, the U-Net gradually "denoises" the
latent representation, ultimately leading to the generation of an image.

The Stable Di�usion U-Net consists of three main components:
9https://github.com/CompVis/stable-diffusion
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ˆ Encoder: Comprising 12 blocks, the encoder down-samples the input image repre-
sentation into a lower-resolution version.

ˆ Middle Block: This block contains cross-attention mechanisms and plays a crucial
role in denoising. It conditions transformers with a text prompt inside the U-Net
layer.

ˆ Decoder: Consisting of 12 blocks, the decoder reconstructs the original higher-
resolution image representation from the lower-resolution version.

3. Text Encoder (Optional): This component (not always used) processes textual prompts
describing the desired image. It converts the text into a format compatible with the U-Net,
allowing the model to be conditioned on the textual description during image generation.
In Stable Di�usion, the Contrastive Language-Image Pre-training (CLIP) model is used.

When used, CLIP acts as the text encoder for Stable Di�usion. It takes a textual descrip-
tion of the desired image as input and transforms it into a format compatible with the
U-Net architecture. This encoded text representation is then fed into the U-Net alongside
the latent code from the VAE. The U-Net can leverage the information from both the text
and the latent code to re�ne the image generation process, ensuring the �nal image aligns
with the textual description.

Stable Di�usion v1 leverages the CLIP ViT-L/14 model [538] for text encoding. This model
is developed by OpenAI. It utilizes a Vision Transformer (ViT) with Large (L) size and
patch size of 14 for the image encoder. The design primarily focuses on image classi�cation
and retrieval tasks with zero-shot learning capabilities.

Stable Di�usion v2 employs the OpenCLIP model [121] as its text encoder. This model
is an open-source implementation by MLCommons. It supports various image encoder
architectures like ConvNext, ViT variations (including ViT-H), and allows training on
diverse datasets beyond the ones used in the original CLIP paper. It also emphasizes
training models speci�cally for text-guided image generation tasks like Stable Di�usion.

Architecture Shift in Stable Di�usion v3: The Stable Di�usion v3 has shifted its backbone
to di�usion transformer (DiT) architecture [505]. The modi�cation brings the core architecture to
Multimodal Di�usion Transformer (MMDiT) architecture [172]. This approach utilizes separate
sets of weights for processing text and image information. This separation allows the model to
better understand the textual prompt and improve the accuracy of text interpretation within the
generated image. Additionally, MMDiT facilitates a more focused �ow of information between
the textual description and the generated image.

Stable Di�usion v3 also incorporates recti�ed �ow techniques [426] within the di�usion trans-
former framework. This approach o�ers advantages in terms of e�ciency and control during
image generation. Recti�ed �ow allows for a more streamlined noise sampling process and im-
proved image quality with fewer artifacts. By combining separate weight sets and recti�ed �ow
techniques, Stable Di�usion v3 achieves superior image �delity to the textual prompt compared
to previous versions.

Training process

Training Data for Stable Di�usion [30] The Stable Di�usion model leverages a massive
dataset of text-image pairs for training. This dataset was compiled by LAION10, a German
non-pro�t organization focused on large-scale arti�cial intelligence research.

The training data for Stable Di�usion is primarily derived from three subsets of LAION-
5B [589]:

10 https://laion.ai/
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ˆ laion2B-en: This dataset consists of 2.3 billion English-captioned images, providing a rich
source of visual information and corresponding textual descriptions.

ˆ laion-high-resolution: This subset focuses on high-resolution images exceeding 1024x1024
pixels. While downsampled to 512x512 for training purposes in some Stable Di�usion ver-
sions, it contributes to the model's ability to handle higher resolutions.

ˆ laion-aesthetics v2 5+: This dataset curates aesthetically pleasing images from LAION-
2B-EN. By incorporating these images, Stable Di�usion is potentially trained to generate
outputs that are more visually appealing.

Training Resolutions for Stable Di�usion Versions There are di�erences in the training
resolutions used for Stable Di�usion v1 and v2:

ˆ Stable Di�usion v1: 11 This version is typically pre-trained on images with a resolution
of 256x256 pixels. Subsequently, it undergoes �ne-tuning on a higher resolution of 512x512
pixels. This �ne-tuning helps the model adapt to generating images with �ner details.

ˆ Stable Di�usion v2: 12 Here, the pre-training stage utilizes images with a higher resolu-
tion of 512x512 pixels compared to v1. Additionally, v2 can be �ne-tuned on even higher
resolutions, reaching up to 768x768 pixels. This focus on higher resolutions during training
allows v2 to potentially generate images with even greater detail and �delity.

1.5 Training Regimen for Foundation Models

As foundational models and the data they are trained on are large in size, special techniques are
required for e�cient training and optimization of architecture and hyperparameters.

1.5.1 Parallel training

To accelerate the training of generative models, it is possible to intelligently subdivide the prob-
lem and use massively parallel hardware for e�ciently distributing the computational load. The
two main strategies for distributing the training of neural networks to di�erent workers, where a
worker is usually a Graphics Processing Unit (GPU), are model and data parallelism [45]. The
former method splits the neural network and distributes it across the workers. In contrast, the
latter splits the input data and the network is trained with di�erent batches per worker. At the
end of an epoch, all gradients are merged to apply the same update to the network's weights on
every worker.

Data-parallelism

The PyTorch-DDP module [400] features a built-in way to run distributed training of neural net-
works on multiple workers. Similar to Horovod, the PyTorch-DDP library also uses an AllReduce
operation for gradient reduction. Additionally, the gradients are not synchronized individually.
Instead, several gradients are collected in `buckets' and are only communicated when the buckets
are su�ciently �lled. This reduces the total number of communication operations. In contrast
to Horovod, PyTorch-DDP uses a simple heuristic for determining the reduction order on a local
worker level: The gradients are bucketed in the reverse order of their computation in the for-
ward pass of the network. This is motivated by the fact that the last layers of a network are
likely the �rst to �nish computation during the backward pass. To further speed up the training

11 https://github.com/CompVis/stable-diffusion
12 https://github.com/Stability-AI/stablediffusion
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process, PyTorch-DDP o�ers a no-sync option to only execute an AllReduce operation every few
iterations.

Horovod [598] is an open-source distributed Deep Learning (DL) library originally developed
by Uber for TensorFlow. It supports most other DL frameworks such as PyTorch, TensorFlow,
Keras, and Apache MXNet. Horovod can be included into existing training script with only
a few lines of code changes rendering it a popular choice when it comes to distributed DL.
It was one of the �rst libraries to make use of a decentralized Ring-AllReduce scheme for the
synchronization of the gradients, whereas most of the other frameworks at the time were using a
centralized parameter server. On a local worker level, Horovod handles communication operations
asynchronously via a separate background thread. To ensure consistency across all workers on
a global scale, a consistency protocol is enforced. In literature, it has been shown that the
combination of background thread and consensus protocol leads to huge communication overhead,
acting as a drain on performance.

Zero redundancy optimizer

The Zero Redundancy Optimizer (ZeRO) was developed by Microsoft as part of the DeepSpeed
library to scale the training of large deep learning models. In DDP, a copy of the model is main-
tained on each device, which does not reduce memory usage. Conversely, MP splits the model
across devices, but communication performance degrades when scaling to multiple nodes. ZeRO
combines the computational and communication e�ciency of DDP with the memory e�ciency of
MP, enabling the e�cient training of large models with improved speed by eliminating memory
redundancies.

ZeRO operates in three stages, where each stage builds upon the previous one. In ZeRO
Stage 1, the optimizer states are partitioned across all processes, with each process updating
only its partition. ZeRO Stage 2 partitions gradients during the backward pass, so each process
retains only the gradients corresponding to its optimizer states. Finally, ZeRO Stage 3 partitions
model parameters across processes, using the collective operation Broadcast during forward and
backward passes to gather the necessary parameters.

Fully-sharded data parallel

Fully Sharded Data Parallel (FSDP) is a distributed training technique designed to scale deep
learning model training across multiple GPUs by sharding the model's parameters. The FSDP
algorithm is inspired by the ZeRO strategy but with a revised design and implementation to
integrate with PyTorch. This integration optimizes communication and memory usage, making
FSDP e�ective for training extremely large models in a distributed environment.

In FSDP, each GPU holds a shard of the model parameters, gradients, and optimizer states.
The process begins by decomposing the model into units and materializing the parameters of
one unit at a time. To avoid full materialization of the entire model on a single device, model
parameters are initially allocated on a simulated or "fake" device. During this simulated phase,
all parameter initialization operations are recorded. When the parameters are moved to a GPU,
these recorded initialization operations are replayed, a method known as deferred initialization,
which creates a model instance without initially consuming GPU memory.

PyTorch's implementation of FSDP, known as FullyShardedDataParallel, o�ers multiple
sharding strategies:

ˆ FULL _ SHARD : Shards parameters, gradients, and optimizer states. This is the default
strategy.

ˆ SHARD _ GRAD _ OP: Unshards parameters before the forward pass, does not reshard
them after the forward pass, and only reshares them after the backward computation.
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ˆ NO_ SHARD : Operates similarly to PyTorch's DistributedDataParallel API.

ˆ HY BRID _ SHARD : Applies FULL _ SHARD within a node and replicates parameters
across nodes.

ˆ HY BRID _ SHARD _ ZERO 2: Similar to HY BRID _ SHARD , but applies SHARD _-
GRAD _ OP within a node and replicates parameters across nodes. This strategy may
provide higher throughput since unsharded parameters are not freed after the forward
pass, saving the all-gather operations in the pre-backward phase.

1.5.2 Tensor and model parallelism

The model parallelism has existed for a long time, with early examples such as the AlexNet,
which utilized two GPUs to train convolutional neural networks. In nowadays large-scale model
training, particularly for large language models, Tensor Parallelism, introduced in Megatron-LM,
is frequently employed. This approach distributes the network minimal unit (such as MLP or
attention layers) across multiple devices to enable model parallelism training.

As depicted in the parallelism diagram, during the training stage (e.g., an MLP layer or a
self-attention block), all GPUs receive a copy of the input X . Each GPU independently processes
this data using a subset of the model's parameters. Once the computation is complete, inter-
GPU communication ( g in the �gure) is performed using an all-gather operation to obtain the
complete output. During the backward pass, a similar process occurs, with f turning into all-
reduce and g turning into reduce-scatter. In Tensor Parallelism, the network's weights, gradients,
and optimizer states are distributed across multiple devices. Intermediate activations are also
distributed. Compared to other parallel training strategies, Tensor Parallelism is the fastest in
terms of forward-backward speed, as each GPU simultaneously performs part of the computation,
eliminating idle time. In terms of GPU memory usage, it is as e�cient as pipeline parallelism.
It is important to note that each block during training requires two additional communication
operations. Consequently, Tensor Parallelism necessitates a very fast GPU$ GPU connection to
prevent communication from slowing down training. In practice, Tensor Parallelism is typically
applied within Nvlink domains (e.g., a single node in A100/H100/GH200 clusters) where GPUs
are connected via Nvlink.

1.5.3 Pipeline parallelism

Unlike Tensor Parallelism, which horizontally shards the model, Pipeline Parallelism vertically
splits the model into several blocks, each constituting a pipeline stage placed on a separate device.
During forward and backward passes, each GPU processes a full batch of data using the weights
assigned to its pipeline stage. Vanilla pipeline parallelism can su�er from signi�cant idle time
(bubble time) where earlier stages wait for later stages to complete computation. To mitigate
this, micro-batch scheduling and other advanced schedulers are often employed to minimize idle
time and enhance e�ciency. Even with reduced bubble time, Pipeline Parallelism typically
o�ers slightly less computational e�ciency compared to model (tensor) parallelism, though both
approaches have similar memory usage e�ciency. After each pipeline stage completes micro-
batch computation, intermediate results are transferred to the next stage on another GPU. This
process involves twice the number of communication operations as there are pipeline stages,
requiring less stringent GPU$ GPU connection speed. Consequently, Pipeline Parallelism can
e�ectively operate across nodes using interconnects like In�niband.
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1.5.4 Hyperparameter optimization and neural architecture search

Hyperparameter optimization

Machine learning hyperparameters are preset parameters that control the training environment,
as for instance the learning rate, number of epochs, batch size or regularization techniques, or
de�ne architecture-speci�c properties, like the type of activation functions, number of units per
layer or the dropout rate in a neural network [360, 396]. Hyperparameter optimization involves
choosing a vector� consisting of N hyperparameters for algorithm A from the con�guration
space� = � 1; � 2; : : : ; � N , where � n speci�es the domain for � n , with the aim to minimize the
validation loss L of A � trained on dataset D , approximating performance on the entire data
D [184]. While a large branch of literature delimits hyperparameter optimization from Neural
Architecture Search and separates the tasks in two training steps, others propose that Neural
Architecture and Hyperparameter spaces can be e�ciently jointly optimized [798, 247].

The performance of complex Deep Learning models, such as generative models, is extremely
sensitive towards the hyperparameter con�guration, while the optimal setting is generally un-
known [113]. The evaluation of such large models is expensive and the gradients with respect
to the hyperparameters are commonly not deducible, requiring what is referred to as Black Box
Optimization [184]. In exploring optimal hyperparameter spaces, methods more sophisticated
and e�cient than grid search exist. Grid search has shown to be inferior even to random search
[48]. Population-based methods, such as evolutionary or genetic algorithms and particle swarm
optimization, o�er simple and �exible approaches that allow for a high degree of paralleliza-
tion. These methods evaluate generations of con�gurations and initiate new generations through
mutations or combinations of previous con�gurations [184]. The Covariance Matrix Adapta-
tion Evolution Strategy (CMA-ES) [432], for instance, samples� candidates from a multivariate
normal distribution, evaluates them, and adjusts the sampling distribution towards the proba-
bilities of good samples. The evaluation can be parallelized rendering this method suitable for
the time-consuming task of training Deep Neural Networks.

While these approaches are simple and model-free, Bayesian Optimization (BO) can achieve
good results while maintaining high sample e�ciency in high dimensional spaces. BO uses a
probabilistic surrogate model, typically a Gaussian Process, to represent the Black Box function.
Another function, the acquisition function, determines the next sample by strategically balancing
exploration and exploitation to optimize the objective function [722].

Multi-armed bandit techniques can also be applied for computationally e�cient hyperparam-
eter tuning, for instance by selecting model con�gurations based on a con�dence bound linked
to a given computational budget [7]. Bandit-based approaches are simple and e�cient methods
[790]. Successive Halving increases the e�ciency of stochastic and non-stochastic best-arm iden-
ti�cation by iteratively reducing the number of arms by half on evaluation of their performance
after continuing training for a �xed number of iterations, progressing further in training until
only the best-performing arm remains [334, 306]. Hyperband [396, 395] is an in�nite-arm bandit
approach using Successive Halving as a subroutine with random con�gurations, balancing adap-
tive and conservative allocation of resources. Hyperband proved to be faster on several Deep
Learning problems compared to a range of Bayesian Optimization algorithms. Mixes of these
BO and Hyperband are also possible, such as BOHB [175], which applies BO for model search
and feeds it to Hyperband instead of random con�gurations. BOHB achieves good performance
while being robust and using resources e�ectively.

Deep generative models pose speci�c challenges to hyperparameter optimization, regarding
the loss function and the required massive computational resources. For the evaluation of hy-
perparameters in Deep Generative Networks trained with unsupervised learning methods with
the lack of a validation error, traditional methods can rarely be directly applied. To solve this
problem, Yao et al. [780] propose free energy gap (FEG) as a holdout loss, acting as a target.
AdaptSH (Adaptive Successive Halving) [113] is a Multi-Armed bandit method dealing with the
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problem of measuring performance in generative methods that comes with the lack of a validation
error. With the use of Maximum Mean Discrepancy as a statistical measure, the elimination
schedule of arms is inferred by a number of statistical tests based on the remaining arms and bud-
get, instead of using a �xed halving timeline. In addition to the challenging loss apparent with
unsupervised learning, the training of Deep Neural Networks requires an enormous amount of
computational resources, which negatively a�ects the reproducibility of hyperparameter search.
Existing benchmarks can aid the hyperparameter evaluation [360]. Other approaches ease the
evaluation of hyperparameters, like the tool PROFET [359], which contains a meta-model to
produce surrogate benchmarking tasks.

Overall, the complexity and computational intensity of hyperparameter optimization for Deep
Generative models necessitate advanced, e�cient methodologies. Existing strategies with surro-
gate models, e�cient sampling and scheduling techniques and benchmarking improve the train-
ing performance. However, challenges persist and training such computationally large models
requires careful considerations about the suitable strategies.

There exist several excellent open-source libraries designed to automate and enhance the HO
process across various platforms and frameworks. Ray Tune13 stands out as a Python library
that provides multiple e�cient algorithms like Hyperband and Population Based Training for
distributed model selection, o�ering compatibility with a wide range of Python machine learning
frameworks, such as PyTorch, Tensor�ow and Keras. Optuna14 is another notable and framework
agnostic optimization tool o�ering dynamic search space construction and pruning strategies with
distributed computing power. Experiments can be controlled through a provided interface [9].
Alternatively, DeepHyper15 provides asynchronous Hyperparameter Search, as well as Neural
Architecture Search (NAS) and Uncertainty Quanti�cation based on task speci�c sub-modules.
Lastly, the tool Propulate16 provides an e�cient asynchronous genetic optimization algorithm
for parallelized HO and NAS.

Neural architecture search

NAS essentially consists out of three steps [168]:

1. The de�nition of the search space, namely the de�nition of admissible neural network
architectures;

2. The selection of the search strategy;

3. The estimation of the performance.

In the �rst step, the architecture elements that can be eliminated or inserted into the computa-
tional graph representing the neural network have to be de�ned. It is common not to consider
the pruning of single weights inside a layer of the neural network, as this would not lead to a
signi�cant reduction of computational time in a highly parallel computation on a GPU. Instead,
the number of feature maps [219] or the insertion of entire layers is common, as this directly
in�uences the computational cost. This can be built into the options the search policy is al-
lowed to pick, i.e. the list of layer types that can be inserted or deleted somewhere. After an
architecture update has taken place, a re-training is performed using gradient based methods or
the pre-de�ned architecture. In many cases retraining requires a re-initialization and training
from scratch, but in some cases like when ResNet architectures are employed, it is reasonable
to re-use the weights previously obtained and hence reduce training time [82]. Also, the ques-
tion of initialization allows di�erent options, like initializing essentially empty architectures or

13 https://docs.ray.io/en/latest/tune/index.html
14 https://optuna.org/
15 https://deephyper.readthedocs.io/en/latest/
16 https://helmholtz.software/software/propulate
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initializing from established architectures like ResNet18 [82]. As a variant, NAS can also be
performed on block architectures with the blocks repeated over the depth of the neural network.
This approach dramatically reduces the search space and thereby reduces the computational cost
of the architecture search signi�cantly [168].

The selection of the search strategy is the second key-point in the de�nition of a NAS algo-
rithm. Four main lines are discussed frequently: random search (RS), Gaussian processes (GP),
evolutionary strategies (ES) and reinforcement learning (RL). Interestingly, the performance of
neural networks is not highly sensitive to the search strategy and even the random search baseline
leads to decent performance results in image classi�cation. However, GP, ES and RL consistently
outperform RS by a slight margin and achieved state of the art results in image classi�cation
[168].

The third module is the estimation of performance, which is used to terminate resource
intensive training runs early, if the trained architecture has little prospective to deliver a good
performance [799, 848]. Therefore, the performance of the fully trained model has to be predicted
from the information gained in an early stage of the training.

Despite NAS is a wide and well established �eld of machine learning research, most of NAS
research deals with supervised learning models. If it comes to NAS for generative learning, much
fewer studies exist and several special points have to be observed. See however [213, 651] for
some remarkable exceptions. These studies however are restricted to image generation networks.
[15] goes in the opposite direction and uses generative AI to suggest a neural architecture.

What makes NAS special for generative models is the fact that measuring the performance
of generative models is a topic in itself [471, 663]. In [213], the Fidelity Score is chosen as
performance metric and a recurrent neural network is used to guide the architecture search.
[651] suggest to use a strong generator as teacher and use the distance to the teacher network's
intermediate representation as a quality metric for student networks.

Despite a few works on NAS in generative learning already exist, the �eld has yet to develop
to leverage the full power of NAS. This is even more important for the case of generative AI for
scenario generation and control, where literally no NAS approaches exist up to date.

1.6 Interpretability

1.6.1 Interpretability of latent spaces

The structured information in latent spaces (see Section 1.3.3) often enables some kind of in-
terpretability. Inversely, any understanding of these latent spaces can also directly be used to
manipulate the latent representations of a generated sample to directly control the sample at a
high abstraction level.

One key area where the interpretability of latent spaces plays a crucial role is controlled
generation: controlled generation refers to the ability to steer the output of generative models by
predictably manipulating the latent variables. For example, in image generation, one might want
to generate images of faces with speci�c attributes, such as age, gender, or expression. Achieving
this level of control requires a deep understanding of the latent space to identify the dimensions
that correspond to these attributes, and thus also highlights the strengths and weaknesses of
various di�erent mechanisms generative models can be interpreted via.

Interpretability of di�usion (V)AE latent spaces To the best of our knowledge, the
VAEs used by common di�usion models o�er very little avenue for interpretability. This is likely
related to the fact that the latent representations typically used for large-scale di�usion models
are very akin to a linearly transformed, downsampled version of the RGB image [680], which is
also intuitively plausible given the fact that they typically have a very small dimension, while a
semantically meaningful space would likely have to have a substantially higher dimension. One
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notable exception is [524], which is able to directlylearn an interpretable semantic latent space
in conjunction with a decoding di�usion model.

Interpretability of Di�usion U-Net Latent Spaces A wide range of works such as [255,
654, 422, 248, 438, 813, 707, 665, 822] have probed into the attention maps within Unet's
attention layers, showing that they enable a range of insights the image generation process and
how parts of the generated image relate to parts of the prompt. As demonstrated by Kwon et al.
[364], the interpretation of these relations can also be extended to real images by applying mutual
information estimators, o�ering a means to quantify the informative relationships between words
and pixels in an image.

The internal representation of large-scale pretrained di�usion U-Nets also contain inter-
pretable features. Speci�cally, the network can be separated into two parts � the encoder and
decoder �, where, in the lowest-resolution block, there typically exists a semantically meaningful
latent space without explicitly training in such a way as to achieve them. [369] identi�es this
space and calls ith-space. They use this to propose a method, �Asyrp�, that enables in�uencing
the generation process by introducing modi�cations in this h-space, enabling the control of at-
tributes in the generated subjects. This is followed by a range of works such as [386, 236, 502]
that further the understanding of this latent space and how to use it for targeted changes to the
generated images. Jeong et al. [312] further extend upon the h-space interpretation, analyzing
their relation to the skip connections in the U-Net and enabling image content injection.

In a completely orthogonal direction, Guo et al. [232] propose a method called �Smooth
Di�usion�. This method �netunes models such as Stable Di�usion [554] to obtain a smoother
latent space, by applying a method akin to the Path Regularization used by StyleGAN2 [337].
This enables them to substantially increase the smoothness (and thus, interpretability) of the
latent space of o�-the-shelf large-scale di�usion models.

For real images, [383] also show that the similarity of added noise with the U-Net's noise
prediction is interpretable, enabling zero-shot classi�cation when comparing the noise prediction
accuracy between di�erent prompts for the same image.

Interpretability of CLIP's Latent Space Numerous studies have aimed to enhance the
interpretability of di�usion models' generation process. Given that most Text-to-Image (T2I)
models utilizing di�usion rely on CLIP embeddings for conditioning, delving deeper into the
interpretability of these embeddings becomes an interesting avenue of exploration. For instance,
Li et al. [403] shed light on CLIP's inclination towards background elements over foreground
ones, pinpointing semantic shifts in pooling mechanisms. They propose a remedy with Masked
Max Pooling. Meanwhile, other research endeavors have directly studied the images generated
by di�usion models or addressed biases within them, not only through CLIP embeddings but
also by looking into their internal components. This has also led to a range of works identifying
interpretable directions in CLIP's latent space. A wide range of works [503, 26, 41, 1] investigated
the use of the CLIP embedding space [538] to guide the image generation process of StyleGAN
[336]. These studies identify directions within CLIP's embedding space that correspond to global
semantic changes and utilize these directions to steer the generation process. These directions
have also been shown to exist in the tokenwise embeddings [40], not just the global pooled
embedding.

Interpretability of GAN Latent Spaces Similar to Di�usion Models, GANs [215] also
o�er interpretable latent spaces. This is especially true for StyleGAN [336], which explicitly
implements a Style Space, which is a semantically meaningful space that controls the images
generated by the di�usion model. Especially when applying Path Length Regularization, as
introduced in [337], this latent space is highly interpretable. As previously noted w.r.t. the
interpretability of CLIP's pooled text embedding space, a wide range of works [503, 26, 41, 1]

30



used it to identify directions in StyleGAN's style space, enabling controlled generation with it. As
real images can also be inverted [12, 418], these same methods can also be used for explainability
w.r.t. real images.

Benchmarking Interpretable Mechanisms in Large-Scale Di�usion Model via Editing

For generative models, image editing and controlled generation capabilities serve as direct bench-
marks of how good our understanding of their internal latent representations is via the proxy
task of modifying them. To achieve control over the generation at a high semantic level, spe-
ci�c mechanisms have to be identi�ed in the model that are interpretable to a su�cient extent
as to enable their targeted manipulation. Inversely, this means that properties of the various
interpretability mechanisms presented in the previous paragraphs can directly be measured by
quantifying them in the context of controlled generation. Therefore, we select a range of methods
that cover a variety of di�erent internal mechanisms in latent di�usion models [554], speci�cally
Stable Di�usion XL [521].

Benchmarking Method As a representative high-level semantic attribute, we select age, and
use methods that rely on di�erent interpretable mechanisms in the di�usion model's genera-
tion process to a�ect it. We evaluate whether the mechanism used by each method enables
subject-speci�c interpretability by modifying the age of one of two people shown in an image
and measuring the relative change of the other person. We quantify change both in terms of
image change via MSE in the bounding box surrounding each subject, and actual age change,
which we quantify via the age estimator o�ered by the insightface 17 Python package and its
FaceAnalysis pipeline, detecting each face present in the image, identifying the optimal mapping
from each face to the faces in the original image, estimating their age, and then computing the
di�erence. To quantify the disentangledness of high-level semantic attributes and other aspects
of the image, we modify the age of a single person and quantify both the change in the image and
the change in the person's identity. We do this by computing the LPIPS [815] loss and the person
identify similarity, as quanti�ed by the ReID cosine similarity of ArcFace [149] embeddings of
the face, after cropping to the face itself. We also specify for each approach whether it enables
continuous control, a presence of which would indicate that the respective mechanism enables
continuous quanti�cation of the target properties. We show the results in table 1.1.

Internal U-Net Representations As a representative method for interpretable spaces in
di�usion U-Net-internal latent representations, akin to the previously introduced h-space[369],
we evaluate Concept Sliders. These spaces are very well disentangled, as indicated by our quan-
titative metrics, and also enable perfectly continuous modulation, which is indicative of good
interpretability. However, they lack subject-speci�city and instead just enable global modula-
tions. This also holds for other methods utilizing the h space, such as [369] or [386]. This limits
the interpretability of these spaces, at least in isolation.

Text Cross-Attention Maps Secondly, we evaluate Prompt-to-Prompt [255] as a method
that is representative of the cross-attention maps w.r.t. the text embedding. This controllability
method uses the same mechanism as used by various interpretability methods such as [364].

17 https://github.com/deepinsight/insightface
18 https://github.com/rohitgandikota/sliders
19 https://github.com/google/prompt-to-prompt ,

https://github.com/RoyiRa/prompt-to-prompt-with-sdxl
20 https://github.com/TencentARC/MasaCtrl
21 https://github.com/compVis/attribute-control
22 https://github.com/huggingface/diffusers/tree/main/src/diffusers/pipelines/ledits_pp
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Table 1.1: Evaluation of interpretability of different components of large-scale diffusion U-Nets
by the editing capabilities induced by manipulating them. As a representative task that is per-
formable with the majority of methods, the age of people is modulated via various mechanisms
applicable to Stable Diffusion XL [521] to evaluate their capabilities and limitations. Specifi-
cally, we evaluate how subject-specific the mechanisms are, i.e., how subject-specific the latent
representations leveraged are, and how disentangled the mechanisms are w.r.t. the rest of the
image. We also specify whether they’re continuous. TODO: fix footnotes

Subject-Specificity Disentangledness
Mechanism/Method MSEother

MSEtarget
# j�ageotherj

j�agetargetj
# 1� ReId
j�agej #

LPIPS
j�agej# Continuous

U-Net Internal Latents
Concept Sliders18 [193] 1.000 1.014 0.068 0.028 ✓

U-Net Text Embedding Cross Attention Maps
Prompt-to-Prompt19 [255] 0.974 1.118 0.091 0.039 ✗

U-Net Text Embedding Cross & Self Attention Maps
MasaCtrl20 (Gen.) [90] 0.916 0.502 0.117 0.054 ✗

MasaCtrl (Edit*) [90] 0.964 0.849 0.121 0.073 ✗

CLIP Tokenwise Text Embedding Space
Attribute Control21 [40] 0.817 0.696 0.091 0.041 ✓

Attribute Control (Delay) [40] 0.521 0.629 0.072 0.019 ✓

CLIP Tokenwise Text Embedding Space & U-Net Text Embedding Cross Attention Maps
Attribute Control (P2P) [40] 0.938 0.578 0.042 0.010 ✓

Semantic Noise Estimates & U-Net Text Embedding Cross Attention Maps
LEDITS++22 [72] 0.767 0.656 0.049 0.015 ✗

best, 2nd & 3rd are highlighted.
�MasaCtrl editing is only available for SD 1.5, generation uses SDXL

Despite offering a clear interpretability w.r.t. the image composition in the presence of differ-
ent subjects, as demonstrated in the original publications [255, 364] and by the fact that the
changes are well-disentangled from other aspects of the image, these approaches struggle in the
presence of multiple similar subjects, offering little subject-specific control/interpretability. By
also incorporating the self-attention maps, subject specificity can be improved substantially, as
demonstrated by the results achieved with [90].

CLIP Tokenwise Embedding Space As previously described, the tokenwise embedding
space offered by the CLIP [538] model, which is typically used to enable text conditioning of
large-scale diffusion models such as SDXL [521], also is well-interpretable. Specifically, single
linear directions can be identified that correspond to specific high-level attributes of specific
subjects, with subject-specificity simply being an emergent property from the tendency of the
CLIP model to aggregate semantic information in the embedding of the token containing a noun
describing a subject. This is used by [40] to enable controlled generation, and is also exploitable
via various methods such as [364] to interpret images. In our evaluation, we find that this
mechanism, by itself, enables comparatively strong subject specificity, especially when it comes
to relative change in the image. This is notable, as the ratio of change for most other mechanisms
is close to one, indicating that the mechanisms used by the respective methods (by themselves)
are not suitable for achieving subject-specific interpretability, a property that is important for
a wide range of use cases. By themselves, while the semantic meaning is comparatively well-
disentangled w.r.t. subject instances, it is not as well-disentangled w.r.t. the rest of the image.
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By combining this mechanism with controlled cross-attention maps, this changes substantially,
enabling, overall, the best performance in our evaluation.

Noise Prediction Space Finally, we also evaluate simply identifying semantic directions in
the diffusion model’s predicted noise space, by computing differences with specific attributes
included in the text prompt and them left out. Despite being an extremely simple mechanism,
Brack et al. [72] successfully use this mechanism to achieve very disentangled control over
images when combined with text embedding cross-attention masks. This demonstrates that
methods that rely on noise predictions as a mechanism for interpretability such as [383], could
likely benefit substantially from incorporating these masks to enable very fine-grained, targeted
interpretability.

1.6.2 Identifying high-dimensional interpretable spaces of activations

There are some works [142] that discuss the use of sparse autoencoders to address the challenge of
interpretability in neural networks, particularly in language models. It identifies polysemanticity,
where neurons activate across multiple contexts, as a barrier to understanding neural network
internals. The authors hypothesize that superposition, an overcomplete representation of fea-
tures in activation space, contributes to polysemanticity. To counter this, they employ sparse
autoencoders to reconstruct internal activations, learning a set of sparse, interpretable features
that are more monosemantic than traditional neuron-based approaches.

The sparse autoencoder is trained with a sparsity penalty, encouraging the network to use a
minimal subset of features to reconstruct activations. This results in a feature dictionary that
can reconstruct the original data with sparse linear combinations, enhancing interpretability.
The paper introduces an automated metric for interpretability, the autointerpretability score,
which measures how well a feature’s activation can be explained and predicted by a language
model.

Comparing the sparse autoencoder’s learned features to various baselines, including PCA
and ICA, the authors demonstrate that their approach yields more interpretable features. These
features are not only more understandable but also have more predictable effects on model
outputs, allowing for finer localization of model behaviors and facilitating targeted interventions.

The paper also presents case studies on individual features, showing that they are monose-
mantic and can be linked to specific linguistic elements, such as apostrophes. Furthermore, the
authors use activation patching to perform causal mediation analysis, which shows that their
sparse features can more precisely influence model behavior towards a desired output with fewer
changes. It posits that sparse autoencoders offer a scalable, unsupervised method for improving
the interpretability of language models by resolving superposition and learning a more under-
standable and controllable set of features. Despite some limitations, this approach is seen as a
promising step towards greater model transparency and steerability.

1.6.3 Interpretability via activation maps in neural networks

Understanding the decision-making processes of neural networks is a complex but crucial aspect
of deep learning. Class Activation Mapping (CAMs) [105, 152, 190, 595, 704, 834] are tools that
help interpret these processes. They aim to explain the target output of a model for a specific
input image by generating a visual explanation map. This map is calculated using the following
equation:

LcCAM(A) = ReLU(

NlX
k=1

�kAk) (1.35)

In this equation, A = f [l](x) represents the output of the l-th layer of the original prediction
model f for a specific input image x. The l-th layer is typically the last convolutional layer,
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which balances high-level semantics and spatial information. Ak is the k-th activation map of A,
and �k is the coefficient or importance of Ak. Nl signifies the total number of activation maps
of the l-th layer. This concept of combining activation maps linearly was first proposed by [834].

Several methods have been developed for calculating the coefficients �k in the equation.
Grad-CAM [595] calculates the coefficient of a specific activation map by averaging the gradients
over all neurons in that map. In contrast, Grad-CAM++ [105], a modified version of Grad-CAM,
focuses only on the positive influences of neurons by using higher-order derivatives. However,
these gradient-based methods often face challenges because gradients of deep neural networks
often diminish due to gradient saturation, leading to localization failures for relevant regions.

To overcome this limitation, gradient-free CAMs were proposed. For instance, Score-CAM
[704] overlaps normalized activation maps with an input image and makes predictions to acquire
the coefficients. Ablation-CAM [152] defines a coefficient as the decline in the target output when
the associated activation map is removed. These gradient-free methods are free from saturation
issues but are time-consuming because they require multiple forward propagations to acquire the
coefficients.

Although these methods have their merits, they determine their coefficients heuristically,
which may lead to less optimal results. XGrad-CAM [190] addresses this issue by suggesting
two axioms and deriving coefficients that satisfy these axioms as much as possible. This method
emphasizes the importance of a mathematically grounded approach to interpreting neural net-
work behavior. However, the derivation of XGrad-CAM is demonstrated only for ReLU-CNNs,
limiting its applicability to other types of networks.

1.7 Foundation Model Conditioning

Over the last years, text-to-image (T2I) diffusion models have become fundamental in the field
of controllable visual generation, producing realistic, high-quality images that accurately depict
given descriptions. However, solely relying on text-based conditioning does not fully address the
intricate and diverse user expectations and application demands. Recognizing this limitation,
significant research efforts are now aimed at exploring and integrating a wider range of condi-
tioning methods into pre-trained T2I diffusion models. This focus is on achieving precise control
over these generative models to meticulously align their outputs with the specific and nuanced
needs and creative aspirations of users.

[811] augments an existing T2I model with a secondary architecture – called ControlNet.
While the original model’s parameters will be frozen to keep the T2I capabilities intact, the
ControlNet is a trainable copy of the original model that will be conditioned on new type of data
(e.g. depth images). The individual network blocks in both models are interconnected by adding
their inputs and outputs, where the ControlNet block’s inputs and outputs are preprocessed by
a so-called zero convolution. This is a typical 1 � 1 convolution, where the weight and bias are
initialized to zero. This zero convolution avoids the poisoning of the pretrained backbone of the
ControlNet in the beginning of the training, which occurs when initializing the weights with a
Gaussian distribution. When training a ControlNet, it is important to note that the model will
not gradually increase its ability to conform to the conditioning. Instead, a “sudden convergence
phenomenon” can be observed, after which the model abruptly follows the intended conditions.
Having ControlNets for different conditionings trained, they can easily be composed to generate
images that adhere to multiple conditions at once.

GLIDE [482], an early text-to-image diffusion model, extends the ADM [154] architecture
by integrating text conditioning. Initially, the text is encoded into a token sequence, which
is then processed by a Transformer model. The Transformer’s output serves two key roles:
first, the final token embedding replaces the class embedding in ADM, and second, the last
layer of token embeddings undergoes individual projection to match the dimensionality of each
attention layer in ADM. These projections are subsequently concatenated with the attention
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context at each layer, enhancing the model’s ability to integrate textual information into the
image generation process. In addition, the authors examine two distinct methods for text-
conditioning guidance: classifier guidance [154] and classifier-free guidance (CFG) [263]. For
classifier guidance, GLIDE employs a CLIP model [538] trained on noisy images. However,
as determined by human evaluators, CFG is more effective in terms of both photorealism and
image-text alignment, hence it is chosen as the primary mechanism for text-to-image generation.

Following GLIDE, Imagen [570] adopts CFG for text-to-image generation and introduces dy-
namic thresholding, a new diffusion sampling technique that leverages high guidance weights and
generates more photorealistic and detailed images. However, in contrast to GLIDE where a text
encoder is trained from scratch, Imagen showcases the effectiveness of frozen, pre-trained large
language models (LLMs) as text encoders for the text-to-image generation task. In particular,
one key observation from their research is that scaling the size of these models has a substantially
greater influence than scaling the size of the image diffusion model itself. Furthermore, among
various techniques explored, cross-attention conditioning on the sequence of text embeddings
demonstrates superior performance in both sample fidelity and image-text alignment.

Zheng et al. propose LayoutDiffusion [826], a one-state end-to-end diffusion model for
layout to image generation. By providing bounding boxes with classes to the model it can be
conditioned on a desired layout. Each patch of the image is treated as an object. The authors
introduce a Layout Fusion Module and Object-aware Cross Attention to model the relationship
between objects in the scene and fuse the multi resolution image patches with the guidance of
the layout information.

MotionCtrl [730] extends the U-Net structure of LVDMs with camera pose control to con-
dition on ego motion and trajectory control of objects in a scene. The camera pose sequences
are integrated into the the LVDMs temporal transformer by appending the poses to the input
of the second self attention block and then applying a FC layer. The object trajectory features
are extracted with convolutional layers and downsampling before they are integrated into the
LVDMs convolutional layer.

DragAnything [744] enables trajectory based motion control in video generation by letting
the user draw a line. First the model extracts latent features from the Diffusion Model based
on entity mask indices as corresponding entity representations. Together with 2D Gaussian
representations of the trajectory inputs the control of the motion of one or multple entities,
including the background is enabled. The encoding is done with a 3D Unet and applied to the
decoder blocks of the denoising 3D Unet of the VDM.

Direct a video [772] enables video generation conditioned on camera movement and object
motion. During training video samples are augmented to simulate camera movement by modify-
ing panning and zooming parameters. These are then embedded and injected into the temporal
cross attention layers as conditioning. During inference the user inputs camera movement and
bounding boxes with trajectories as well as text prompts to describe the individual bounding
boxes. All inputs are combined through spatial cross attention modulation to guide the spatial
and temporal development of the scene.

1.8 Refining/Adapting Foundation Models

In machine learning, finetuning models to adapt them to specific tasks or domains is often
necessary. However, this process can be prohibitively expensive when dealing with powerful
models that have billions of parameters. The computational resources and time required to
finetune such large models are significant, making the task challenging and resource-intensive.

To address this challenge, Low-Rank Adaptation (LoRA) [277], offers an innovative solution.
The core idea is to decompose large weight matrices into smaller, low-rank matrices. This ap-
proach drastically reduces the number of parameters that need to be updated during training and
thereby provides several key benefits, including lower computational costs, faster training times,
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and reduced memory requirements. LoRA was originally proposed for finetuning large language
models and in particular suggested freezing pre-trained model weights and incorporating train-
able layers (rank-decomposition matrices) into each transformer block. Researchers discovered
that by focusing only on the transformer attention blocks of LLMs, the finetuning quality was
comparable to full model fine-tuning while being significantly faster and needing less compute.
In recent years, LoRA has also been used to finetune diffusion models. In the context of Stable
Diffusion finetuning, LoRA has been applied to the cross-attention layers that are responsible for
linking the image representations with the descriptive prompts. Suppose that W0 2 Rd�k repre-
sents a pre-trained weight matrix and �W is the weight update matrix such that the finetuned
model’s weights are W 0 = W0 +�W . LoRA proposes to decompose �W into the product of two
low-rank matrices, �W = AB, where A 2 Rd�r, B 2 Rr�k and r << min(d; k). KronA [165,
449] is another factorization method that does not rely on the low-rank assumption. It constructs
the weight update matrix as the Kronecker product of two small-size matrices, �W = A 
 B,
where A 2 R�1��2 and B 2 R�1��2. Like LoRA, it can be applied to any subset of the weight
matrices in a neural network for parameter-efficient finetuning.

One important application of finetuning models is customized image generation, which in-
volves generating images that consistently represent a specific identity or subject, typically de-
picted on a small set of reference images. Early methods addressing this task include Dream-
Booth [564] and Textual Inversion [192]. By using a few images of a subject as input,
DreamBooth finetunes a pre-trained text-to-image model to associate a unique identifier with
that specific subject. Once the model embeds the subject within its output domain, this unique
identifier can be employed to generate new photorealistic images of the subject in various con-
texts and scenes. Textual Inversion converts user-specified concepts into novel "pseudo-words"
within the embedding space of a pre-trained text-to-image model. In particular, the authors
inject the concept into the tokenizer’s vocabulary through a learnable embedding vector that is
optimized using a denoising process on the input images (typically 3-5). These pseudo-words can
then be used to construct new sentences, enabling the depiction of the target subjects in vari-
ous scenes, altering their style or composition, or even integrating them into different products.
While DreamBooth and Textual Inversion focus on single-concept embedding, CustomDiffu-
sion [367] also supports multi-concept composition, allowing the combination of multiple new
concepts in the generated images. This method finetunes a small subset of model weights, namely
the key and value projection matrices in the cross-attention layers of the diffusion model. This
selective fine-tuning makes CustomDiffusion efficient, both in terms of training time and storage.
To prevent overfitting on the few input images of the target concept, CustomDiffusion also uses
a regularization set of real images.
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Chapter 2

Multimodal Automotive Sensor Data
Creation

Training large AI models, especially in the autonomous driving domain, requires plentiful of
labeled and organized data, which is usually acquired through tremendous amounts of manual
labor. Even though labeling costs play a vital role in driving synthetic data generation forward,
the core problem behind the usage of real-world data already emerges during the acquisition
stage. For instance, LiDAR sensor data involving edge-case scenarios such as outlier incidents
during regular traffic, may be near impossible to acquire given respective safety measures, or
of low sample size. This typically results in restricted operational design domains (ODD) of
autonomous systems. Synthetic sensor data may alleviate naturally occurring biases in training
data, with the potential of greatly improving the development of safe and stable L4 and L5
driving functions.

This chapter examines generative AI methods and foundation models concerned with mul-
timodal sensor data generation with a focus on single frames. In the first Section the data
generation for different sensor modalities (camera, LiDAR and Radar) is examined. Section 2.2
covers potential training data sources large enough and suitable for the training of generative
models. It is followed by an analysis of different semantic metrics used to evaluate data creation
in Section 2.3. Section 2.4 then looks into models intended to work for multiple sensor modali-
ties by creating joint embedding spaces. Furthermore, Section 2.5 gives an overview of domain
adaptation and data extension approaches.

2.1 Data Generation Methods for Different Modalities

2.1.1 Image data generation

Diffusion models are powerful tools to learn the data distribution of modalities of many types.
There has been a specific interest on the image domain due to their higher training stability
than GANs or VAEs and thus higher fidelity image generation. Encoder-decoder networks such
as UNET [559] are a popular choice for modelling the learnable parameters of diffusion proba-
bilistic models (see Section 1.2.11), due to their compressed latent space to map into as well as
performance reasons, either as pure CNN or in a mixed CNN and Transformer fashion [557].

An emerging property of Diffusion Models is In- and Outpainting. Since DMs learn the de-
noising of data, they can be used to complete images at the outer boundaries of a picture (or
any boundaries within). In ControlNets [812] emerging properties of DMs are used to generate
images given an input of a different type, such as the generation of a photo realistic image from
a canny edge input. A trainable copy of the DM is added on top of the trained model, initiated
and followed by zero convolution. Only this copy is retrained together with a text encoder for-
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mulating the desired output in a percentage of the samples. This increases the models ability
to recognize semantics in the conditioning images. Initially, the model generates images that
suit the image domain, but not the condition domain. As seen in 2.1, the generated output
eventually aligns with the conditioned input in a ‘sudden convergence’ [812]. See section 4.2 for
general text to image generation.

Figure 2.1: Sudden convergence in ControlNet. The network predicts images at any training
step, however, at step 6133 there is a sudden convergence towards the input condition [812].

Latent Diffusion Models (LDM) [557] are tackling the high demand in compute and time
resources. The computational resources of this process are bound by the input and output
size as well as the network’s depth. The dimension of T iterations is a multiplicity of resource
demands in DMs, both for training and inference. This issue is tackled in Latent Diffusion [557]
by reducing the diffusion process to a latent tensor in place of a projection in data space. Encoder
and Decoder then need only be applied once when mapping into latent space.

For many use cases, fine tuning an existing foundation model is sufficient. However, even
fine tuning is computationally demanding and a there has been a continuously growing effort
to reduce the training load. Among the first approaches are Adapters [271], which add fully-
connected networks after the FFN layers in a frozen Transformer based network. The fully
connected layers are significantly smaller than the Transformer itself and can achieve results
near the level of fine-tuning with up to only 3.6% of the parameters [271]. Multiple Adapters
can also be used in a mixture-of-experts [724].

In Low-Rank Adaptations (LoRA) [277], the weights of the trained model are frozen, and for
each weight matrix W 2 Rd�k that should be fine-tuned, new trainable parameters WA 2 Rd�r,
WB 2 Rr�k are introduced with r � min(d; k). In the fine-tuned model W is then replaced by

�W = W + WAWB; (2.1)

which has the advantage that only r � (d+k) instead of d �k parameters have to be trained during
fine-tuning and that the original expressiveness of the model is preserved, which reduces the risk
of catastrophic forgetting.

2.1.2 Lidar data generation

In contrast to image data in 2D format, lidar scan data is present as 3D data in format of point
clouds that contain for each point the spatial coordinates x; y; z and the intensity of the detected
light.

The pioneer work to use generative models like GAN and VAE of the image domain to gener-
ate raw lidar point clouds was presented in 2019 [86]. The key concept was to project lidar point
clouds into 2D spherical point maps of the shape H �W � 2 (H and W the number of vertical
and horizontal bins, to which the the points (

p
x+ y; z) of the lidar point cloud are assigned).

This image-like representation is suitable for the architectures of image generation models (see
Section 2.1.1 and see Figure 2.2a). In [86] this approach was tested with a Deep Convolutional
GAN [536] (Lidar GAN) and with VAE (Lidar VAE). The model was trained on the raw point
cloud KITTI-360 dataset [203] (the de-facto dataset for unconditional Lidar data generation, see
Section 2.2.1) using as train split 40,000 samples of Velodyne HDL-64E. The trained model was
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tested for unconditional training and for a conditinal task (compressing and reconstructing point
clouds).

Since the realism of GAN-based approaches is limited, newer lidar data generation models
use di�usion models which are quite successful in the image domain.

Lidargen is a SGM [849] from 2022 based on score-matching models in image generation [617].
The model was trained on KITTI-360 raw point clouds. During the sampling a point of random
Gaussian noise is transferred to a realistic point cloud by using Langevin dynamics [733]. The
denoising network uses U-Net [559] which was adapted to the circular structure of a 360� point
cloud: First, all convolution and pooling layers were replaced with circular convolutional ones.
By doing so, left and right boundaries behave as they were connected. Second, the model has as
additional input the angular coordinate to have a view-point aware structure. The point clouds
were treated as equirectangular view images, in which the range and the intensity information
from each point in the point cloud is saved (cf. Figure 2.2a). Apart from unconditional generation
the trained model could be applied to the depth-completion of a sparse point cloud. Lidargen
achieved high quality of samples, but is rather slow in sampling (in average 12 min to create 36
sample in a batch [849]) and failed to create geometric details at far range.

UltraLIDAR was presented in 2023 [757] improving the accuracy of [849]. It is the �rst
publication that proposes to use discrete representations in 3D-domain (see VQ-VAE [494] and
VQ-GAN [170] for image domain). The input point clouds are voxelized to obtain an occupancy
grid map in order to allow the application of VQ-VAE on point cloud data. However, empty
voxels in the map still reduce the sampling e�ciency. The model was trained on the PandaSet
[750] and KITTI-360.

In 2024 the lidar data generation model R2DM based on DDPMs was presented [472]. The
model architecture is based on E�cient U-Net [570] adapted for Lidar data input. The model
was trained on KITTI-360 following the point cloud data representation presented for Lidargen
[849]. Compared to Lidargen, R2DM provides a faster network evaluation and fewer sampling
steps.

Recent publications in 2024 tested for the �rst time LDMs for point cloud generation. RangeLDM
improved the quality of Lidar data generation and achieved higher sampling speed. The input
images are represented with an improved range projection compared to [849] using Hough Vot-
ing. The range images are compressed with an VAE to the latent space to exploit the successful
concept of latent di�usion models in Lidar domain. A range-guided discriminator is introduced
to improve the reconstruction ability of the VAE for 3D data. A Denoising Di�usion Model
is trained on the latent representation of the input data and implemented as a U-Net with

(a) Illustration of the classical transform
of a point in a lidar point cloud to a pixel
in the range image [176].

(b) Example for unconditional generated point clouds
from di�erent models trained on KITTI-360 [279].
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cross-attention layers [555]. RangeLDM was trained on KITTI-360.
With LiDM another latent di�usion model was presented in 2024. In contrast to RangeLDM,

here a curved-based autoencoder was used to encode the input data to a latent space [544]
to enable a horizontally compression of the range image. Geometry realism was assured by
introducing a point-wise coordinate supervision of the input and the output range images with
pixelwise 3D distance loss. The model was tested on the KITTI-360. According to [544] the
autoencoder in a latent di�usion model is the main cause of failures in creating realisitic point
clouds. Therefore more e�ort is required to improve autoencoders for point clouds.

LidarDM [850] presents an approach to create realistic and temporally coherent lidar point-
cloud videos. For this purpose a 3D pointcloud scene is generated with a latent di�usion model
applied on preprocessed pointcloud data from KITTI-360 or Waymo dataset. The 3D scenes is
then combined with dynamic objects in the framework of 4D world generation. This methods
allows to produce realistic sensor recordings in a virtual environment.

2.1.3 Radar data generation

Automotive radar plays a crucial role in providing reliable environmental perception for au-
tonomous driving, particularly in challenging conditions such as high speeds and bad weather,
but the presence of noisy signals and the complexity of data annotation limit the development
of deep learning-based methods. Radar data simulation can provide researchers with reliable
data annotation in various forms, which is one of the ways to solve this problem. Radar data
simulation usually includes two methods: classical model-based method and data-driven method.

Before introducing the approaches of radar data simulation, it is necessary to review the
process of radar data processing to help readers understand the proposed methods in the related
works respectively. The Fig.2.3 illustrates the signal processing pipeline of an FMCW radar
system, starting from raw data acquisition to the �nal detection of targets.

Figure 2.3: FMCW radar signal processing pipeline

ˆ Raw Data Cube : The raw data cube consists of ADC data collected from multiple re-
ceivers, encompassing various chirps and sampling points, represented in a three-dimensional
matrix format.

ˆ Range FFT : This step involves performing a one-dimensional Fast Fourier Transform
(FFT) on the data from each chirp to compute the range information of targets.
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ˆ Doppler FFT : In this stage, a one-dimensional FFT is performed on the data from each
receiver and sampling point to calculate the radial relative velocity (Doppler shift) of the
targets. This step helps in determining the speed of the targets.

ˆ Angle Calculation : The angle of arrival of the targets is computed by analyzing the
phase di�erences between the signals received by the multiple antenna elements. This is
typically achieved through beamforming techniques.

ˆ Target Detection : This phase employs the Constant False Alarm Rate (CFAR) algo-
rithm to detect potential targets by setting a dynamic threshold based on the noise level
surrounding each data point. Detected peaks are then grouped to identify individual tar-
gets.

ˆ Classi�cation & Tracking : Detected targets are classi�ed and tracked over time using
techniques such as Kalman �ltering or other tracking algorithms. This step combines the
range, velocity, and angle information to maintain the trajectories of the targets.

ˆ Output List of Objects : The �nal output is a list of detected objects, each characterized
by their position (x, y, z), velocity (v), and label.

Model-based methods typically use physics and environment models to simulate the propaga-
tion of radar signals through the environment by ray tracing or other wave propagation models,
described e.g. in [590]. While simulators can replicate complex scene dynamics (e.g. occlusion,
path loss, multipath, non-Lambertian e�ects), they do not attempt to infer the environment
structure from sensor data, and their accuracy is limited by the user's ability to create a radar-
realistic model of the environment.

Compared to the complex and labor-intensive modeling process, data-driven methods di-
rectly use neural networks to simulate outputs that closely match real-world data. Weston et
al. [734] introduced a technique to estimate radar data from LiDAR maps using the Oxford
Radar RobotCar Dataset and CARLA simulator. They employed a GAN to simulate radar data
from lidar elevation maps and radar RA-spectra, enabling simulations in either sensor domain.
Grimm et al. [225] developed a cross-modal supervision method for radar spectra and camera im-
ages by using a warping layer to project radar data onto camera images, thus leveraging camera
labels to train data-driven models. This method was re�ned in 2023 with a neural network that
estimated radar re�ectance based on camera images of real-world driving scenarios [224]. De
Andrade Velloso Nogueira et al. [19] utilized GANs to generate RAD-spectra patches for various
tra�c participants, including vehicles and pedestrians. Fidelis et al. [185] simulated FMCW
radar IF signals using GANs, focusing on motorcycles. The generated IF spectra were con-
verted into RAD spectra via FFT and compared to real-world data. Wang et al. [708] proposed
the L2R GAN framework to address the lack of annotated radar datasets by generating radar
spectra from LiDAR point clouds. This method uses an occupancy-grid mask and specialized
generators and discriminators to improve cross-modal learning between LiDAR and radar data.
Oliveira et al. [493] employed GANs and Deep Convolutional Autoencoders to create synthetic
Range-Doppler maps and predict future radar maps, focusing on short-range scenarios. Huang
et al. [291] introduced DART (Doppler Aided Radar Tomography), inspired by Neural Radiance
Fields (NeRF), to simulate radar scans. DART uses radar-speci�c physics for rendering range-
Doppler images and was evaluated with a custom data collection platform providing accurate
lidar-based measurements. Bialer et al. [55] developed RadSimReal, improving traditional radar
simulation by eliminating the need for detailed radar design knowledge. RadSimReal creates 3D
scenes using graphics engines like CARLA and employs ray-tracing RF paths and a radar's point
spread function (PSF) for simulations, making it a versatile tool for generating synthetic radar
images.
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2.2 Training Data Sources & Preparation

The �nal goal is to train a generative model for autonomous driving, which is able to gener-
ate high-quality data-samples to enhance or even substitute real-world data. In this section,
we explore important key-aspects when it comes to training such a model with respect to the
training-data. We start with listing publicly available data-sources, and suitable sensor- & meta-
data combinations. Next, we examine the literature on generating synthetic data with generative
models, as well as how to identify and generate samples for underrepresented classes in real-world
data. Finally, we examine how to clean and prepare the data, such as NeRF-based denoising-
methods.

2.2.1 Data sources for training generative models

There are several large scale datasets which are suitable for training large scale generative models.

ˆ YFCC100M [664] is a dataset from YAHOO with 100M media objects (mostly images
and a few videos). The license situation varies for di�erent images but the majority of
images have a non-commercial license.

ˆ CC3M [604] contains approximately 3.4M images with conceptual captions and is licensed
by Google LLC. However, since the metadata for the images does not provide a link or
license for each individual sample the license situation for commercial use is unclear for all
images.

ˆ LAION400M [588] is a large scale dataset with 400M image-text pairs. The dataset
provides a link for each image with it's license. However, the metadata is unreliable.
A web crawler approach to check the licenses resulted in 380k images with a license for
commercial use.

ˆ SeeingThroughFog [56] is a large-scale automotive dataset providing 2D and 3D detec-
tion bounding boxes for multimodal data with a �ne classi�cation of weather, illumination,
and scene type in rare adverse weather situations. The dataset includes 13.5K samples
from RGB and FIR cameras, a gated camera, two lidar sensors, and a radar.

Training data sources for lidar data generation Recent lidar data generation models (cf.
Section 2.1.2) have the goal to create realistic synthetic lidar data by means of generative AI
models as DMs and LDMs. Such models could be either substitute expensive Lidar sensors or
improve the data quality of real recordings. Several publications as [279, 472, 849] demonstrated
for example the upsampling of sparse pointclouds which may be of interest since high resolution
lidar are much more expensive then lidar with a fewer beams. In addition inpainting for missing
parts in real lidar point clouds was sucessfully tested (cf. [279]).
Typically public datasets that provide Lidar data, contain a whole sensor setup with additional
camera and sometimes also radar. Therefore the are of interest for multimodal generation tasks
two. In the following popular datasets are presented with focus on lidar data generation.

Most models that study Lidar data generation are trained on KITTI-360 [203], which is the
standard dataset for lidar data generation models. It was published by the Karlsruhe Insti-
tute of Technology (KIT) and Toyota Technological Institute at Chicago (TTI-C). The sensor
setup consists of 2 PointGray Flea2 grayscale cameras (FL2-14S3M-C), 2 PointGray Flea2 color
cameras and 1 Velodyne HDL-64E rotating 3D laser scanner (10 Hz, 64 beams, 0.09� angular
resolution, 2 cm distance accuracy, 360� horizontal FOV, 26.8� vertical FOV, maximal range 120
m) and 1 OXTS RT3003 inertial and GPS navigation system with a resolution of 0.02 m and
0.1� . The scans of the Velodyne are stored as �oating point binaries (each point with (x,y,z)
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coordinate and re�ectance value r). The average �le size of each frame is 1.9 MB (� 120, 000
data rows). In total KITTI-360 contains 81,106 raw point cloud scans which are used to test
lidar data generation models. Additional to the raw scans, also 3D bounding boxes and class
labels are available, which allow to study semantic2real transfer (cf. [544]).

Besides, a popular dataset for lidar generation is Nuscenes [87] published by Motional (for-
merly nuTonomy). The sensor setup consists of 6 RGB cameras, 1 rotating 3D Lidar sensor (20
Hz, 32 beams, 2 cm distance accuracy, 360� horizontal FOV, 40� vertical FOV (-30 � to 10� ),
maximal range 70 m), 5 Radar and GPS (for details see [87]), providing a 360� horizontal FOV.
The dataset consists of 1.4M camera images, 390k lidar scans and additional bounding boxes
and class labels for a subgroup of frames. The data was recorded in the dense urban tra�c of
Boston and Singapore.

Waymo Open [628] is Lidar dataset used amongst others by [850]. The sensor setup consists of
�ve Lidar sensors (1 mid-range sensor and 4 short range lidar sensors) and �ve pin-hole cameras.
The dataset consists of 1000 20s scenes for training and 150 for testing of well synchronized lidar
and camera scans. The lidar data is encoded as range image. Additionally manually annotated
3D bounding boxes are available for the Lidar scans and 2D bounding boxes for the camera data.
The data was recorded in Phoenix, Mountain View and San Francisco.

PandaSet [750] was recorded using synchronously 360� rotating Lidar sensor Hesai Pan-
dar64(10 Hz, 64 channels, 200 m range at 10 % re�ectivity), with a forward-facing Lidar sensor
PandarGT (300 m range at 10 % re�ectivity), 5 wide-angle cameras, 1 forward-facing long-focus
camera and a GNSS&IMU. The dataset contains 100 scenes of 8 s length. In addition, class
labels are available for the full dataset. A special feature a the far range annotation due to high
range of the involved lidars.

Another source for lidar training data is Agroverse 2 [737]. It was recorded in Austin, Detroit,
Miami, Pittsburgh, Palo Alto, and Washington, D.C. with two stacked forward-facing 32-beam
lidar sensors (10 Hz, 180� horizontal FOV, but orientated in opposite direction). The Agroverse
2 Lidar Dataset consists of 20,000 unannotated lidar sequences of 30 s each.

This list is not intended to be complete, but to present popular example of datasets for testing
lidar data generation models. A much more detailed list of automotive datasets can be found
in [421]. Lidar point clouds are amongst others available in DENSE [56] LOKI [209], RCooper
[240], V2X-Real [421], Boreas [83], Zenseact Open Dataset [14], ONCE [447], A� 3D [513], Lyft
Level5 [272], ApolloScape [293].

Training data sources for camera data generation Besides the lidar sensor, which excels
at precise depth measurement for accurate 3D environment perception, most automotive datasets
contain camera images. Cameras are cheap to manufacture and yield a high data density, mak-
ing them particularly suitable for precise recognition of smaller details, yet lack at estimating
distances.

Amongst the earlier camera datasets are Cityscapes [137], which contains 5.000 camera images
with �ne semantic segmentation image annotations and 20.000 images with coarse annotations.
The sensor is a OnSemi AR0331 stereo camera with a frame rate of 17HZ, with every 20th
frame containing annotations. BDD100K [786] contains 100.000 frames from vairous dashcam
cameras in jpeg format and annotations for 2D bounding boxes, lane markings, drivable area
and semantic segmentation.

Some of the most popular camera datasets align with the aforementioned section. KITTI
[203] contains image data for stereo, �ow, odometry, object detection and tracking benchmarks.
The images are recorded with 2 PointGray Flea2 grayscale cameras and 2 PointGray Flea2 color
cameras and 4 Edmund Optics lenses. Nuscenes [87] contains 6 cameras around the vehicle for a
total of 1.4M RGB images. Waymo Open [628] contains 390.000 frames collected with a sensor
setup containing 5 cameras and respective annotations such as panoptic segmentation, bounding
boxes and key point labels.
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Figure 2.4: Class distribution for the real word datasets A2D2 [206] and Cityscapes [137] and
the synthetic dataset Synscapes [740]

Suitable Sensor & Meta Data Combinations As most large scale models use text-image
pairs as their training data it seems necessary to convert the available meta information and
ground truth labels to a textual pair for a generative model. Depending on the type of metainfor-
mation provided by the (automotive) dataset an automated approach similar to [487] is possible
to generate text-sensor data pairs in an automated way from labels and metadata.

Automotive Datasets

There also exists a vast zoo of datasets in the context of autonomous driving. However, the overall
amount of samples in the individual datasets is typically in the range of a few 1,000 frames (e.g.
KITTI [203], Cityscapes [137], a few 10k frames (e.g. A2D2 [206], nuScenes [87]) up to more
than 100k frames (e.g. Waymo [629], Apolloscape [293], which is several orders of magnitude
less than what is typically used for training large scale text-to-image models. The amount of
frames in the dataset is correlated with the type of annotation (semantic segmentation being
more elaborate than bounding boxes) and sequential frames can be more easily collected than a
large amount of single frames. An extensive overview of available automotive datasets is given
by Liu et al.'s survey paper on autonomous driving datasets [421]. A typical class distribution
for real world automotive datasets evaluated for the Cityscapes and A2D2 is shown in Fig. 2.4.
The "car" class is typically the most dominant class while vulnerable road users like the "person"
or "bicycle" class are underrepresented. This class imbalance can be deliberately shifted in a
synthetic dataset like Synscapes [740] which is easily achieved in synthetic environments but
hard to collect with sensor vehicles in the real world.

Automatic Data Annotation

Within image generation foundation models, training datasets have partially been extended with
automatic data annotation from other generative models or classi�ers. For example, CLIP [538]
allows to retrieve image captioning labels with prompting. A caption for an image can be found
by prompting the text encoder with a label or a sequence such as "A picture of a [label]", and
the prompt closest to the image embedding is chosen as a label. Its successors BLIP [392] and
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